
 

 

UNIT IV  

TRANSPORT LAYER 

Common properties that a transport protocol can be expected to provide 

 Guarantees message delivery 

 Delivers messages in the same order they were sent 

 Delivers at most one copy of each message 

 Supports arbitrarily large messages 

 Supports synchronization between the sender and the receiver 

 Allows the receiver to apply flow control to the sender 

 Supports multiple application processes on each host 

Typical limitations of the network on which transport protocol will operate 

 Drop messages 

 Reorder messages 

 Deliver duplicate copies of a given message 

 Limit messages to some finite size 

 Deliver messages after an arbitrarily long delay 

UDP 

 Extends host-to-host delivery service of the underlying network into a process-to-

process communication service 

 A more common approach, and the one used by UDP, is for processes to indirectly 

identify each other using an abstract locater, usually called a port.  

 Source process to send a message to a port and the destination process to receive the 

message from a port. 

 

 
                 FIGURE 5.1 Format for UDP header. 



 

 

 

 

 The header for  demultiplexing function contains an identifier (port) for both the sender 

(source) and the receiver (destination) of the message. 

 The UDP port field is 16 bits long. So there are up to 64K possible ports, not enough to 

identify all the processes on all the hosts in the Internet. 

 A process is  identified by a port on some particular host 

 A (port, host) pair. constitutes the demultiplexing key for the UDP protocol. 

 A client process initiates a message exchange with a server process. 

  Once a client has contacted a server, the server knows the client’s port (from the SrcPrt 

field contained in the message header) and can reply to it.  

 In this way a process learns the port for the process to which it wants to send a 

message.  

 A common approach is for the server to accept messages at a well-known port. That is, 

each server receives its messages at some fixed port that is widely published, 

 An alternative strategy is that there is only a single well-known port—the one at which 

the port mapper service accepts messages. 

  A client would send a message to the port mapper’s well-known port asking for the 

port  

 The port mapper returns the appropriate port. 

 When a message arrives, the protocol (e.g., UDP) appends the message to the end of the 

queue in each port.  

 The message is discarded if the queue is full, 

 When an application process wants to receive a message, one is removed from the front 

of the queue.  

 If the queue is empty, the process blocks until a message becomes available. 

 UDP does not implement flow control or reliable/ordered delivery, 

 It does provide one more function aside from demultiplexing messages to some 

application process 

 It also ensures the correctness of the message by the use of a checksum. 

 The UDP checksum takes as input the UDP header, the contents of the message body, 

and something called the pseudoheader.  

 The pseudoheader consists of three fields from the IP header—protocol number, source 

IP address, and destination IP address—plus the UDP length field. 

 The UDP length field is included twice in the checksum calculation 

 The motivation behind having the pseudoheader is to verify that this message has been 

delivered between the correct two endpoints.  

 



 

 

 
                                                              

                     FIGURE 5.2 UDP message queue. 

 

 

RELIABLE BYTE STREAM (TCP) 

 Transmission Control Protocol (TCP) offers the following services 

 Reliable 

 Connection oriented 

 Byte-stream service 

 TCP guarantees the reliable, in-order delivery of a stream of bytes. 

  It is a full-duplex protocol, meaning that each TCP connection supports a pair of 

byte streams, one flowing in each direction.  

 It also includes a flow-control mechanism for each of these byte streams that allows 

the receiver to limit how much data the sender can transmit at a given time. 

 TCP supports a demultiplexing mechanism that allows multiple application 

programs on any given host to simultaneously carry on a conversation with their 

peers. 

 TCP also implements a  congestion-control mechanism. 



 

 

  The idea of this mechanism is to throttle how fast TCP sends data, not for the sake 

of keeping the sender from over-running the receiver, but so as to keep the sender 

from overloading the network. 

 Flow control VS Congestion control 

 Flow control involves preventing senders from overrunning the capacity of the 

receivers 

 Congestion control involves preventing too much data from being injected into 

the network, thereby causing switches or links to become overloaded  

END-TO-END ISSUES  

 As TCP runs over the Internet rather than a point-to-point link, the following 

issues need to be addressed by the sliding window algorithm 

 1. TCP supports logical connections between processes that are running on two 

different computers in the Internet 

 This means that TCP needs an explicit connection establishment phase during 

which the two sides of the connection agree to exchange data with each other.  

 TCP also has an explicit connection teardown phase. 

 One of the things that happens during connection establishment is that the two 

parties establish some shared state to enable the sliding window algorithm to begin. 

 Connection teardown is needed so each host knows it is OK to free this state. 

 2.TCP connections are likely to have widely different RTT times 

 A TCP connection between hosts which are separated by several thousand 

kilometers, might have an RTT of 100 ms, while a TCP connection between two 

hosts in the same room, only a few meters apart, might have an RTT of only 1 ms. 

The same TCP protocol must be able to support both of these connections. 

 3.Packets may get reordered in the Internet  

 Packets that are slightly out of order do not cause a problem since the sliding 

window algorithm can reorder packets correctly using the sequence number. 

 A packet can be delayed in the Internet until IP’s time to live (TTL) field expires, at 

which time the packet is discarded. 

  Knowing that IP throws packets away after their TTL expires, 

  TCP assumes that each packet has a maximum lifetime. The exact lifetime, known 

as the maximum segment lifetime (MSL). 

 The current recommended setting is 120 seconds. 

 4.TCP needs a mechanism using which each side of a connection will learn 

what resources the other side is able to apply to the connection 

 Any kind of computer can be connected to the Internet, making the amount of 

resources dedicated to any one TCP connection highly variable. 

 Any one host can potentially support hundreds of TCP connections at the same 

time.  



 

 

 This means that TCP must include a mechanism that each side uses to ―learn‖ what 

resources (e.g., how much buffer space) the other side is able to apply to the 

connection.  

 This is the flow control issue. 

 5. TCP needs a mechanism using which the sending side will learn the capacity 

of the network 

 the load on the link is visible in the form of a queue of packets at the sender. 

 The sending side of a TCP connection has no idea what links will be traversed to 

reach the destination. 

 The sending machine might be directly connected to a relatively fast Ethernet. but 

somewhere out in the middle of the network, a 1.5-Mbps T1 link must be traversed. 

 Data being generated by many different sources might be trying to traverse this 

same slowlink.  

 This leads to the problem of network congestion. 

TCP’s approach  VS  approach used by X.25 networks 

 TCP uses the sliding window algorithm on an end-to-end basis to provide reliable/ 

ordered delivery. In contrast, X.25 networks use the sliding window protocol within the 

network, on a hop-by-hop basis 

 If a heterogeneous link  is added to one end of the path, then there is no  guarantee that 

this hop will preserve the same service as the other hops.. 

 The sliding window protocol guarantees that messages are delivered correctly from 

node A to node B, and then from node B to node C, it does not guarantee that node B 

behaves perfectly. For example, network nodes have been known to introduce errors 

into messages while transferring them from an input buffer to an output buffer. They 

have also been known to accidentally reorder messages. 

 

TCP Segment 

 

 TCP is a byte-oriented protocol, which means that the sender writes bytes into a 

TCP connection and the receiver reads bytes out of the TCP connection. 

 TCP does not  transmit individual bytes over the Internet. 

 TCP on the source host buffers enough bytes from the sending process to fill a 

reasonably sized packet and then sends this packet to its peer on the destination 

host. 

  TCP on the destination host then empties the contents of the packet into a receive 

buffer, and the receiving process reads from this buffer at its leisure. 

  This situation is illustrated in Figure 5.3 

 The packets exchanged between TCP peers are called segments, since each one 

carries a segment of the byte stream. 



 

 

 
FIGURE 5.3 How TCP manages a byte stream. 

 

 Each TCP segment contains the header schematically depicted in Figure 5.4. 

 

 
FIGURE 5.4 TCP header format. 

 

 

 



 

 

 

 The SrcPort and DstPort fields identify the source and destination ports, respectively.  

 The Acknowledgment, SequenceNum, and AdvertisedWindow fields are all involved in 

TCP’s sliding window algorithm. 

 Because TCP is a byte-oriented protocol, each byte of data has a sequence number; the 

SequenceNum field contains the sequence number for the first byte of data carried in 

that segment.  

 The Acknowledgment and AdvertisedWindow fields carry information about the flow 

of data going in the other direction. 

 The 6-bit Flags field is used to relay control information between TCP peers.  

 The possible flags include SYN, FIN, RESET, PUSH, URG, and ACK.  

 The SYN and FIN flags are used when establishing and terminating a TCP connection, 

respectively. 

 The ACK flag is set any time the Acknowledgment field is valid, implying that the 

receiver should pay attention to it. 

 

CONNECTION ESTABLISHMENT AND TERMINATION 

 A TCP connection begins with a client (caller) doing an active open to a server (callee). 

 After this connection establishment phase is over do the two sides begin sending data.  

 connection setup is an asymmetric activity (one side does a passive open and the other 

side does an active open),. 

 connection teardown is symmetric (each side has to close the connection 

independently). 

 

 

Three-Way Handshake 

 The algorithm used by TCP to establish and terminate a connection is called a three-

way handshake. 

  The three-way handshake involves the exchange of three messages between the client 

and the server, as illustrated by the timeline given in Figure 5.6.\ 

 

 



 

 

 
 

  FIGURE 5.6 Timeline for three-way handshake algorithm. 

 

 The client (the active participant) sends a segment to the server (the passive participant) 

stating the initial sequence number it plans to use (Flags = SYN, SequenceNum = x).  

 The server then responds with a single segment that both acknowledges the client’s 

sequence number (Flags = ACK, Ack = x+1) and states its own beginning sequence 

number (Flags = SYN, SequenceNum = y). 

 That is, both the SYN and ACK bits are set in the Flags field of this second message. 

 Finally, the client responds with a third segment that acknowledges the server’s 

sequence number (Flags = ACK, Ack = y +1).  

 The reason why each side acknowledges a sequence number that is one larger than the 

one sent is that the Acknowledgment field actually identifies the ―next sequence 

number expected,‖ thereby implicitly acknowledging all earlier sequence numbers. 

 

State-Transition Diagram 

 

 This diagram shows only the states involved in opening a connection (everything above 

ESTABLISHED) and in closing a connection (everything below ESTABLISHED). 

 Each circle denotes a state that one end of a TCP connection can find itself in. 

 All connections start in the CLOSED state. As the connection progresses, the 

connection moves from state to state according to the arcs.  

 Each arc is labeled with a tag of the form event/action. Thus, if a connection is in the 

LISTEN state and a SYN segment arrives (i.e., a segment with the SYN flag set), the 

connection makes a transition to the SYN RCVD state and takes the action of replying 

with an ACK+SYN segment. 

 Two kinds of events trigger a state transition: 



 

 

 

  (1) A segment arrives from the peer (e.g., the event on the arc from LISTEN to SYN 

RCVD) 

 (2) The local application process invokes an operation on TCP (e.g., the active open 

event on the arc from CLOSED to SYN SENT). 

 When opening a connection, the server first invokes a passive open operation on TCP, 

which causes TCP to move to the LISTEN state. 

 The client does an active open, which causes its end of the connection to send a SYN 

segment to the server and to move to the SYN SENT state.  

 When the SYN segment arrives at the server, it moves to the SYN RCVD state and 

responds with a SYN+ACK segment. The arrival of this segment causes the client to 

move to the ESTABLISHED state and to send an ACK back to the server.  

 When this ACK arrives, the server finally moves to the ESTABLISHED state. 

 There are three things to notice about the connection establishment 

 1. If the client’s ACK to the server is lost, then the connection still functions correctly. 

This is because the client side is already in the ESTABLISHED state, so the local 

application process can start sending data to the other end. 

  Each of these data segments will have the ACK flag set, and the correct value in the 

Acknowledgment field, so the server will move to the ESTABLISHED state when the 

first data segment arrives.  

 2. There is a funny transition out of the LISTEN state whenever the local process 

invokes a send operation on TCP. That is, it is possible for a passive participant to 

identify both ends of the connection (i.e., itself and the remote participant that it is 

willing to have connect to it), and then for it to change its mind about waiting for the 

other side and instead actively establish the connection.  This is a feature of TCP 

 3. Most of the states that involve sending a segment to the other side also schedule a 

timeout that eventually causes the segment to be present if the expected response does 

not happen. These retransmissions are not depicted in the state-transition diagram. If 

after several tries the expected response does not arrive, TCP gives up and returns to 

the CLOSED state. 

 The application process on both sides of the connection must independently close its 

half of the connection. 

 Any one side there are three combinations of transitions that get a connection from the 

ESTABLISHED state to the CLOSED state: 

 This side closes first: ESTABLISHED→FIN WAIT 1→FIN WAIT 2 →TIME 

WAIT→CLOSED. 

 The other side closes first: ESTABLISHED→CLOSE WAIT→LAST 

ACK→CLOSED. 

 Both sides close at the same time: ESTABLISHED→FIN WAIT 1→ 

CLOSING→TIME WAIT→CLOSED. 



 

 

 

 connection teardown is that a connection in the TIME WAIT state cannot move to the 

CLOSED state until it has waited for two times the maximum amount of time an IP 

datagram might live in the Internet (i.e., 120 seconds). 

  The reason for this is that, while the local side of the connection has sent an ACK in 

response to the other side’s FIN segment, it does not know that the ACK was 

successfully delivered. 

  As a consequence, the other side might retransmit its FIN segment, and this second 

FIN segment might be delayed in the network. 

 If the connection were allowed to move directly to the CLOSED state, then another pair 

of application processes might come along and open the same connection (i.e., use the 

same pair of port numbers), and the delayed FIN segment from the earlier incarnation 

of the connection would immediately initiate the termination of the later incarnation of 

that connection. 

 

 



 

 

 
 

 FLOW CONTROL 

SLIDING WINDOW REVISITED 

 purposes of TCP’s variant sliding window algorithm:  

(1) it guarantees the reliable delivery of data,  

(2) it ensures that data is delivered in order, and  

(3) it enforces flow control between the sender and the receiver. 

 

 The receiver advertises a window size to the sender using the AdvertisedWindow 

field in the TCP header.  

 The sender is then limited to having no more than a value of AdvertisedWindow 

bytes of unacknowledged data at any given time. 



 

 

 The receiver selects a suitable value for AdvertisedWindow based on the amount of 

memory allocated to the connection for the purpose of buffering data. 

 

Reliable and Ordered Delivery 

 TCP on the sending side maintains a send buffer. used to store data that has been sent 

but not yet acknowledged, as well as data that has been written by the sending  

application but not transmitted.  

 On the receiving side, TCP maintains a receive buffer, to holds data that arrives out of 

order, as well as data that is in the correct order (i.e., there are no missing bytes earlier 

in the stream) 

 

 
FIGURE 5.8 Relationship between TCP send buffer (a) and receive buffer (b) 

 

 At the sending side, three pointers are maintained into the send buffer,  LastByteAcked, 

LastByteSent, and LastByteWritten. 

                                                LastByteAcked ≤ LastByteSent 

 since the receiver cannot have acknowledged a byte that has not yet been sent, and 

                                                LastByteSent ≤ LastByteWritten 

 since TCP cannot send a byte that the application process has not yet written. 

 On the receiving side: LastByteRead, NextByteExpected, and LastByteRcvd are 

maintained.  

  because of the problem of out-of-order delivery. The first relationship 

                                           LastByteRead < NextByteExpected 

          is true because a byte cannot be read by the application until it is received and all 

preceding bytes have also been received.  

 NextByteExpected points to the byte immediately after the latest byte to meet this 

criterion.  



 

 

  NextByteExpected ≤ LastByteRcvd+1 

 If data has arrived in order, NextByteExpected points to the byte after LastByteRcvd, 

 If data has arrived out of order, then NextByteExpected points to the start of the first 

gap in the data, as in Figure 5.8. 

 Bytes to the left of LastByteRead need not be buffered because they have already been 

read by the local application process 

 Bytes to the right of LastByteRcvd need not be buffered because they have not yet 

arrived. 

 

Flow Control 

 

 Sending and receiving application processes are filling and emptying their local buffer 

 both buffers are of some finite size, denoted MaxSendBuffer and MaxRcvBuffer 

 TCP on the receive side must keep 

                               LastByteRcvd−LastByteRead ≤ MaxRcvBuffer 

 To avoid overflowing its buffer. It therefore advertises a window size of 

                       AdvertisedWindow = MaxRcvBuffer−((NextByteExpected−1) −LastByteRead) 

 which represents the amount of free space remaining in its buffer. 

  As data arrives, the receiver acknowledges it as long as all the preceding bytes have 

also arrived. 

  In addition, LastByteRcvd moves to the right (is incremented), meaning that the 

advertised window potentially shrinks.   

 It shrinks depends on how fast the local application process is consuming data. 

  If the local process is reading data just as fast as it arrives (causing LastByteRead to be 

incremented at the same rate as LastByteRcvd),  

 The advertised window stays open (i.e., AdvertisedWindow = MaxRcvBuffer). If, 

however, the receiving process falls behind, 

  because it performs a very expensive operation on each byte of data that it reads, then 

the advertised window grows smaller with every segment that arrives, until it 

eventually goes to 0. 

 TCP on the send side must then adhere to the advertised window it gets from the 

receiver.  

 This means that at any given time, it must ensure that 

                   LastByteSent−LastByteAcked ≤ AdvertisedWindow 

 The sender computes an effective window that limits how much data it can send: 

                  EffectiveWindow = AdvertisedWindow−(LastByteSent−LastByteAcked) 

 EffectiveWindow must be greater than 0 before the source can send more data. 

 The send side must also make sure that the local application process does not overflow 

the send buffer—that is, that 



 

 

                          LastByteWritten−LastByteAcked ≤ MaxSendBuffer 

 If the sending process tries to write y bytes to TCP, but 

                             (LastByteWritten−LastByteAcked)+y > MaxSendBuffer 

 Then TCP blocks the sending process and does not allow it to generate more data. 

 It is now possible to understand how a slow receiving process ultimately stops a fast 

sending process.  

 First, the receive buffer fills up, which means the advertised window shrinks to 0. 

  An advertised window of 0 means that the sending side cannot transmit any data, even 

though data it has previously sent has been successfully acknowledged. 

 Finally, not being able to transmit any data means that the send buffer fills up, which 

ultimately causes TCP to block the sending process. 

  As soon as the receiving process starts to read data again, the receive-side TCP is able 

to open its window back up, which allows the send-side TCP to transmit data out of its 

buffer. 

  When this data is eventually acknowledged, LastByteAcked is incremented, the buffer 

space holding this acknowledged data becomes free, and the sending process is 

unblocked and allowed to proceed. 

 TCP always sends a segment in response to a received data segment, and this response 

contains the latest values for the Acknowledge and AdvertisedWindow fields, even if 

these values have not changed since the last time they were sent 

 Once the receive side has advertised a window size of 0, the sender is not permitted to 

send any more data, which means it has no way to discover that the advertised window 

is no longer 0 at some time in the future.  

 TCP on the receive side does not spontaneously send nondata segments; it only sends 

them in response to an arriving data segment. 

 TCP deals with this situation as follows. Whenever the other side advertises a window 

size of 0, the sending side persists in sending a segment with 1 byte of data every so 

often. 

  It knows that this data will probably not be accepted, but it tries anyway, because each 

of these 1-byte segments triggers a response that contains the current advertised 

window.  

 Eventually, one of these 1-byte probes triggers a response that reports a nonzero 

advertised window. 

 

Protecting against Wraparound 

 TCP’s SequenceNum field is 32 bits long, and its AdvertisedWindow field is 16 bits 

long, 

  TCP has easily satisfied the requirement of the sliding window algorithm that the 

sequence number space be twice as big as the window size: 2
32

 >>2×2
16

. 

 packets cannot survive in the Internet for longer than the recommended MSL.  



 

 

 Thus, the sequence number does not wrap around with in a 120-second period of time.  

 This happens depends on how fast data can be transmitted over the Internet 

 The 32-bit sequence number space is adequate for most situations encountered on 

today’s networks 

Keeping the Pipe Full 

 16-bit AdvertisedWindow field must be big enough to allow the sender to keep the pipe 

full 

 Clearly the receiver is free not to open the window as large as the AdvertisedWindow 

field allows 

 If the receiver has enough buffer space 

o The window needs to be opened far enough to allow a full  

o delay × bandwidth product’s worth of data 

o Assuming an RTT of 100 ms
 
 

TRIGGERING TRANSMISSION 

 TCP has three mechanism to trigger the transmission of a segment 

1) TCP maintains a variable MSS and sends a segment as soon as it has collected 

MSS bytes from the sending process 

 MSS is usually set to the size of the largest segment TCP can send without 

causing local IP to fragment. 

 MSS: MTU of directly connected network – (TCP header + and IP header) 

2) Sending process has explicitly asked TCP to send it 

 TCP supports push operation 

3) When a timer fires 

 Resulting segment contains as many bytes as are currently buffered for 

transmission   

Silly Window Syndrome 

 If the sender has MSS bytes of data to send and the window is open at least that much, then 

   the sender transmits a full segment. 

 Suppose, however, that the sender is accumulating bytes to send, but the window is currently 

closed. 

 Now suppose an ACK arrives that effectively opens the window enough for the sender to 

transmit, say, MSS/2 bytes. 

 The sender transmit a half-full segment or wait for the window to open to a full MSS 

  early implementations of TCP transmit a half-full segment. 

 The strategy of aggressively taking advantage of any available window leads to a situation 

now known as the silly window syndrome . 

 The silly window syndrome is only a problem when either the sender transmits a small 

segment or the receiver opens the window a small amount. 

 To eliminate the possibility of a small segments being introduced into the stream, 



 

 

 coalesce the small segments by delaying ACKs—sending one combined ACK rather than 

multiple smaller ones 

Nagle’s Algorithm 

 If there is data to send but the window is open less than MSS, then the sender has to 

wait  for some amount of time before sending the available data 

 If we wait too long, then we hurt interactive applications like Telnet 

 If we don’t wait long enough, then we risk sending a bunch of tiny packets and falling 

into the silly window syndrome 

 The solution is to introduce a timer and to transmit when the timer expires 

 Nagle introduced an elegant self-clocking solution 

 

 As long as TCP has any data in flight, the sender will eventually receive an ACK 

 This ACK can be treated like a timer firing, triggering the transmission of more data 

When the application produces data to send 

 if both the available data and the window ≥ MSS 

  send a full segment 

 else 

  if there is unACKed data in flight 

   buffer the new data until an ACK arrives 

  else 

   send all the new data now 

 

ADAPTIVE RETRANSMISSION 

 TCP guarantees the reliable delivery of data, it retransmits each segment if an ACK is 

not received in a certain period of time.  

 TCP sets this timeout as a function of the RTT  

 The range of possible RTTs between any pair of hosts in the Internet, as well as the 

variation in RTT between the same two hosts over time,  

 To choose an appropriate timeout value TCP uses an adaptive retransmission 

mechanism. 

Original Algorithm 

 Measure SampleRTT for each segment/ ACK pair 

 Every time TCP sends a data segment, it records the time. When an ACK for that segment 

arrives, TCP reads the time again, and then takes the difference between these two times 

as a SampleRTT 

 TCP then computes an EstimatedRTT as a weighted average between the previous 

estimate and this new sample 

EstimatedRTT = a x EstimatedRTT + (1 - a )x SampleRTT  

 The parameter α is selected to smooth the EstimatedRTT. 



 

 

  A small α tracks changes in the RTT but is perhaps too heavily influenced by temporary 

fluctuations. 

 A large α is more stable but not enough to adapt to real changes.  

 The original TCP specification recommended a setting of α between 0.8 and 0.9. 

 TCP then uses EstimatedRTT to compute the timeout   

TimeOut = 2 x EstimatedRTT 

Karn/Partridge Algorithm 

 Karn-Partridge algorithm was an improvement over the original approach, but it 

does not eliminate congestion 

 Timeout is related to congestion 

 If  timeout fires too soon, unnecessarily retransmission of a segment adds load to 

the network 

 The original computation is that it does not take variance of Sample RTTs into 

consideration. 

 If the variance among Sample RTTs is small 

 Then the Estimated RTT can be better trusted 

 There is no need to multiply this by 2 to compute the timeout   

 A large variance in the samples suggest that timeout value should not be tightly 

coupled to the Estimated RTT 

 

 

 
 

Jacobson/Karels Algorithm 

  Every time TCP sends a data segment, it records the time. When an ACK for that segment 

arrives, TCP reads the time again, and then takes the difference between these two times 

as a SampleRTT 

 It then folds this new sample into the timeout calculation as follows: 

Difference = SampleRTT − EstimatedRTT  

EstimatedRTT = EstimatedRTT + ( × Difference) 



 

 

Deviation = Deviation + (|Difference| − Deviation) 

TimeOut = μ × EstimatedRTT +  × Deviation 

 where  μ is typically set to 1 and  is set to 4. Thus, when the variance is small, TimeOut is 

close to EstimatedRTT; a large variance causes the deviation term to dominate the 

calculation. 

TCP CONGESTION CONTROL 

 TCP assumes only FIFO queuing in the network’s routers, but also works with fair 

queuing. 

 Congestion collapse— hosts would send their packets into the Internet as fast as the 

advertised window would allow, congestion would occur at some router (causing 

packets to be dropped), and the hosts would time out and retransmit their packets, 

resulting in even more congestion 

 TCP congestion control is for each source to determine how much capacity is available 

in the network,  

 So that it knows how many packets it can safely have in transit.  

TCP congestion-control mechanisms 

1. Additive Increase/Multiplicative Decrease 

 TCP maintains a new state variable for each connection, called 

CongestionWindow, which is used by the source to limit how much data it is 

allowed to have in transit at a given time.  

 The congestion window is congestion control’s counterpart to flow control’s 

advertised window.  

 TCP is modified such that the maximum number of bytes of 

unacknowledged data allowed is now the minimum of the congestion 

window and the advertised window 

 TCP’s effective window is 

 MaxWindow = MIN(CongestionWindow, 

AdvertisedWindow) 

 EffectiveWindow = MaxWindow − (LastByteSent − 

LastByteAcked). 

 That is, MaxWindow replaces AdvertisedWindow in the calculation of 

EffectiveWindow.  

 Thus, a TCP source is allowed to send no faster than the slowest 

component—the network or the destination host—can accommodate. 

 TCP source sets the CongestionWindow based on the level of congestion it 

perceives to exist in the network.  

 This involves decreasing the congestion window when the level of 

congestion goes up and increasing the congestion window when the level of 



 

 

congestion goes down. Taken together, the mechanism is commonly called 

additive increase/multiplicative decrease (AIMD)  

 The source determine that the network is congested and that it should 

decrease the congestion window based on the observation that the main 

reason packets are not delivered, and a timeout results, is that a packet was 

dropped due to congestion. 

  It is rare that a packet is dropped because of an error during transmission. 

 Therefore, TCP interprets timeouts as a sign of congestion and reduces the 

rate at which it is transmitting.  

 Specifically, each time a timeout occurs, the source sets CongestionWindow 

to half of its previous value. This halving of the CongestionWindow for 

each timeout corresponds to the ―multiplicative decrease‖ part of AIMD. 

 Although CongestionWindow is defined in terms of bytes, it is easiest to 

understand multiplicative decrease if we think in terms of whole packets.  

 For example, suppose the CongestionWindow is currently set 

to 16 packets. If a loss is detected, CongestionWindow is set 

to 8.  

 Additional losses cause CongestionWindow to be reduced to 

4, then 2, and finally to 1 packet. 

 CongestionWindow is not allowed to fall below the size of a single packet, 

or in TCP terminology, the maximum segment size (MSS).  

 “additive increase” part of AIMD, 

 Every time the source successfully sends a CongestionWindow’s worth 

of packets—that is, each packet sent out during the last RTT has been 

ACKed—it adds the equivalent of 1 packet to CongestionWindow. 

 

 

 



 

 

 
FIGURE 6.8 Packets in transit during additive increase, with one packet 

being added each RTT 

 

 

 Note that in practice, TCP does not wait for an entire window’s worth of 

ACKs to add 1 packet’s worth to the congestion window, but instead 

increments CongestionWindow by a little for each ACK that arrives.  

 Specifically, the congestion window is incremented as follows each time an 

ACK arrives: 

Increment = MSS × (MSS/CongestionWindow) 

CongestionWindow+= Increment 

 That is, rather than incrementing CongestionWindow by an entire MSS 

bytes each RTT, we increment it by a fraction of MSS every time an ACK is 

received.  

 Assuming that each ACK acknowledges the receipt of MSS bytes, then that 

fraction is MSS/CongestionWindow. 

 

 

2. Slow Start 

 Slow start effectively increases the congestion window exponentially, rather 

than linearly. 



 

 

 The source starts out by setting CongestionWindow to one packet. 

 When the ACK for this packet arrives, TCP adds 1 to CongestionWindow and 

then sends two packets. 

  Upon receiving the corresponding two ACKs, TCP increments 

CongestionWindow by 2—one for each ACK—and next sends four packets.  

 The end result is that TCP effectively doubles the number of packets it has in 

transit every RTT. 

 
 

                                                                                                      

 There are actually two different situations in which slow start runs.  

 The first is at the very beginning of a connection, at which time the 

source has no idea how many packets it is going to be able to have in transit 

at a given time.  

 In this situation, slow start continues to double CongestionWindow 

each RTT until there is a loss, at which time a timeout causes multiplicative 

decrease to divide CongestionWindow by 2. 

 The second situation in which slow start is used is a bit more subtle; it 

occurs when the connection goes dead while waiting for a timeout to occur.  



 

 

 Recall how TCP’s sliding window algorithm works—when a packet is 

lost, the source eventually reaches a point where it has sent as much data as 

the advertised window allows, and so it blocks while waiting for an ACK 

that will not arrive.  

 Eventually, a timeout happens, but by this time there are no packets in 

transit, meaning that the source will receive no ACKs to ―clock‖ the 

transmission of new packets.  

 The source will instead receive a single cumulative ACK that reopens 

the entire advertised window, but as explained above, the source then uses 

slow start to restart the flow of data rather than dumping a whole window’s 

worth of data on the network all at once. 

 Although the source is using slow start again, it now knows more 

information than it did at the beginning of a connection.  

 Specifically, the source has a current (and useful) value of 

CongestionWindow; this is the value of CongestionWindow that existed 

prior to the last packet loss, divided by 2 as a result of the loss.  

 We can think of this as the ―target‖ congestion window.  

 Slow start is used to rapidly increase the sending rate up to this value, 

and then additive increase is used beyond this point.  

 To remember the ―target‖ congestion window resulting from 

multiplicative decrease as well as the ―actual‖ congestion window being 

used by slow start.  

 TCP introduces a temporary variable to store the target window, 

typically called Congestion Threshold, that is set equal to the Congestion 

Window value that results from multiplicative decrease.  

 The variable CongestionWindow is then reset to one packet, and it is 

incremented by one packet for every ACK that is received until it reaches. 

CongestionThreshold, at which point it is incremented by one packet per 

RTT. 

3. Fast Retransmit and Fast Recovery 

 Fast retransmit sometimes triggers the retransmission of a dropped packet sooner than 

the regular timeout mechanism. 

 Every time a data packet arrives at the receiving side, the receiver responds with an 

acknowledgment, even if this sequence number has already been acknowledged.  

 Thus, when a packet arrives out of order— that is, TCP cannot yet acknowledge the 

data the packet contains because earlier data has not yet arrived—TCP resends the same 

acknowledgment it sent the last time.  

 This second transmission of the same acknowledgment is called a duplicate ACK.  



 

 

 When the sending side sees a duplicate ACK, it knows that the other side must have 

received a packet out of order, which suggests that an earlier packet might have been 

lost.  

 Since it is also possible that the earlier packet has only been delayed rather than lost, 

the sender waits until it sees some number of duplicate ACKs and then retransmits the 

missing packet. In practice, TCP waits until it has seen three duplicate ACKs before 

retransmitting the packet. 

 
 

 

 When the fast retransmit mechanism signals congestion, rather than drop the congestion 

window all the way back to one packet and run slow start, it is possible to use the 

ACKs that are still in the pipe to clock the sending of packets.  

 This mechanism, which is called fast recovery, effectively removes the slow start phase 

that happens between when fast retransmit detects a lost packet and additive increase 

begins. 



 

 

CONGESTION-AVOIDANCE MECHANISMS 

 To predict when congestion is about to happen and then to reduce the rate at which 

hosts send data just before packets start being discarded. Such a strategy is called 

congestion avoidance, 

DECbit 

 Each router monitors the load it is experiencing and explicitly notifies the end nodes 

when congestion is about to occur.  

 This notification is implemented by setting a binary congestion bit in the packets that 

flow through the router; hence the name DECbit.  

 The destination host then copies this congestion bit into the ACK it sends back to the 

source.  

 The source adjusts its sending rate so as to avoid congestion 

 A single congestion bit is added to the packet header. A router sets this bit in a packet if 

its average queue length is greater than or equal to 1 at the time the packet arrives.  

 This average queue length is measured over a time interval that spans the last busy+idle 

cycle, plus the current busy cycle.  

 Essentially, the router calculates the area under the curve and divides this value by the 

time interval to compute the average queue length.  

 Using a queue length of 1 as the trigger for setting the congestion bit is a trade-off 

between significant queuing (and hence higher throughput) and increased idle time (and 

hence lower delay).  

 In other words, a queue length of 1 seems to optimize the power function. 

 The source records how many of its packets resulted in some router setting the 

congestion bit.  

 In particular, the source maintains a congestion window, just as in TCP, and watches to 

see what fraction of the last window’s worth of packets resulted in If less than 50% of 

the packets had the bit set, then the source increases its congestion window by one 

packet.  

 If 50% or more of the last window’s worth of packets had the congestion bit set, then 

the source decreases its congestion window to 0.875 times the previous value.  

 The value 50% was chosen as the threshold based on analysis that showed it to 

correspond to the peak of the power curve. The ―increase by 1, decrease by 0.875‖ rule 

was selected because additive increase/multiplicative decrease makes the mechanism 

stable. 



 

 

 
 

                    FIGURE 6.14 Computing average queue length at a router. 

Random Early Detection (RED) 

 Each router is programmed to monitor its own queue length, and when it detects 

that congestion is imminent, to notify the source to adjust its congestion window.  

 RED differs from the DEC bit scheme in two major ways: 

 The first is that rather than explicitly sending a congestion notification message to 

the source, RED is most commonly implemented such that it implicitly notifies the 

source of congestion by dropping one of its packets.  

 The source is, therefore, effectively notified by the subsequent timeout or duplicate 

ACK.  

 RED is designed to be used in conjunction with TCP, which currently detects 

congestion by means of timeouts (or some other means of detecting packet loss 

such as duplicate ACKs).  

 As the ―early‖ part of the RED acronym suggests, the gateway drops the packet 

earlier than it would have to, so as to notify the source that it should decrease its 

congestion window sooner than it would normally have.  

 The router drops a few packets before it has exhausted its buffer space completely, 

so as to cause the source to slow down, with the hope that this will mean it does 

not have to drop lots of packets later on.  

 The second difference between RED and DECbit is in the details of how RED 

decides when to drop a packet and what packet it decides to drop.  

 To understand the basic idea, consider a simple FIFO queue. Rather than wait for 

the queue to become completely full and then be forced to drop each arriving 

packet, we could decide to drop each arriving packet with some drop probability 

whenever the queue length exceeds some drop level.  

 This idea is called early random drop. The RED algorithm defines the details of 

how to monitor the queue length and when to drop a packet. 



 

 

 First, RED computes an average queue length using a weighted running average 

similar to the one used in the original TCP timeout computation. That is, AvgLen 

is computed as 

 AvgLen = (1 − Weight) × AvgLen + Weight × SampleLen  

 where 0 < Weight < 1 and SampleLen is the length of the queue when a sample 

measurement is made.  

 In most software implementations, the queue length is measured every time a new 

packet arrives at the gateway.  

 In hardware, it might be calculated at some fixed sampling interval. 

 Second, RED has two queue length thresholds that trigger certain activity: 

MinThreshold and MaxThreshold.  

 When a packet arrives at the gateway, RED compares the current AvgLen with 

these two thresholds, according to the following rules: 

 if AvgLen  MinThreshold  

      queue the packet 

 if MinThreshold < AvgLen < MaxThreshold  

      calculate probability P 

      drop the arriving packet with probability P 

 if MaxThreshold  AvgLen  

     drop the arriving packet 

 P is a function of both AvgLen and how long it has been since the last packet was 

dropped.  

 Specifically, it is computed as follows: 

TempP = MaxP × (AvgLen − MinThreshold)/(MaxThreshold − MinThreshold) 

P = TempP/(1 − count × TempP) 

 
Figure RED thresholds on a FIFO queue 

 



 

 

 
 

Figure Drop probability function for RED 

 

QUALITY OF SERVICE 

Application Requirements 

 For many years, packet-switched networks have offered the promise of supporting 

multimedia applications, that is, those that combine audio, video, and data.  

 After all, once digitized, audio and video information become like any other form of 

data—a stream of bits to be transmitted. One obstacle to the fulfillment of this 

promise has been the need for higher-bandwidth links. 

 Recently, however, improvements in coding have reduced the bandwidth needs of 

audio and video applications, while at the same time link speeds have increased. 

 There is more to transmitting audio and video over a network than just providing 

sufficient bandwidth, however.  

 Participants in a telephone conversation, for example, expect to be able to converse 

in such a way that one person can respond to something said by the other and be 

heard almost immediately.  

 Thus, the timeliness of delivery can be very important. We refer to applications that 

are sensitive to the timeliness of data as real-time applications.  

 Voice and video applications tend to be the canonical examples, but there are others 

such as industrial control—you would like a command sent to a robot arm to reach 

it before the arm crashes into something.  

 Even file transfer applications can have timeliness constraints, such as a 

requirement that a database update complete overnight before the business that 

needs the data resumes on the next day. 



 

 

 The distinguishing characteristic of real-time applications is that they need some 

sort of assurance from the network that data is likely to arrive on time (for some 

definition of ―on time‖).  

 Whereas a non-real-time application can use an end-to-end retransmission strategy 

to make sure that data arrives correctly, such a strategy cannot provide timeliness. 

 This implies that the network will treat some packets differently from others—

something that is not done in the best-effort model.  

 A network that can provide these different levels of service is often said to support 

quality of service (QoS). 

Real-Time Applications 

 Data is generated by collecting samples from a microphone and digitizing them 

using an A D converter 

 The digital samples are placed in packets which are transmitted across the network 

and received at the other end 

 At the receiving host the data must be played back at some appropriate rate 

 For example, if voice samples were collected at a rate of one per 125 s, they 

should be played back at the same rate 

 We can think of each sample as having a particular playback time 

 The point in time at which it is needed at the receiving host 

 In this example, each sample has a playback time that is 125 s later than the 

preceding sample 

 If data arrives after its appropriate playback time, it is useless 

 For some audio applications, there are limits to how far we can delay playing back 

data 

 It is hard to carry on a conversation if the time between when you speak and when 

your listener hears you is more than 300 ms 

 We want from the network a guarantee that all our data will arrive within 300 ms 

If data arrives early, we buffer it until playback time  



 

 

 
FIGURE 6.21 A playback buffer. 

Taxonomy of Real-Time Applications 

 The first characteristic by which we can categorize applications is their 

tolerance of loss of data, where ―loss‖ might occur because a packet arrived 

too late to be played back as well as arising from the usual causes in the 

network.  

 On the one hand, one lost audio sample can be interpolated from the 

surrounding samples with relatively little effect on the perceived audio 

quality. It is only as more and more samples are lost that quality declines to 

the point that the speech becomes incomprehensible.  

 On the other hand, a robot control program is likely to be an example of a 

real-time application that cannot tolerate loss—losing the packet that 

contains the command instructing the robot arm to stop is unacceptable.  

 Thus, we can categorize real-time applications as tolerant or intolerant 

depending on whether they can tolerate occasional loss 

 A second way to characterize real-time applications is by their adaptability.  

 For example, an audio application might be able to adapt to the amount of 

delay that packets experience as they traverse the network.  

 If we notice that packets are almost always arriving within 300 ms of being 

sent, then we can set our playback point accordingly, buffering any packets 

that arrive in less than 300 ms.  

 Suppose that we subsequently observe that all packets are arriving within 

100 ms of being sent.  

 If we moved up our playback point to 100 ms, then the users of the 

application would probably perceive an improvement. The process of 



 

 

shifting the playback point would actually require us to play out samples at 

an increased rate for some period of time.  

 We call applications that can adjust their playback point delay-adaptive 

applications.  

 Another class of adaptive applications are rate adaptive. For example, many 

video coding algorithms can trade off bit rate versus quality. Thus, if we 

find that the network can support a certain bandwidth, we can set our coding 

parameters accordingly. 

 If more bandwidth becomes available later, we can change parameters to 

increase the quality. 

 
Approaches to QoS Support 

o fine-grained approaches, which provide QoS to individual 

applications or flows 

o coarse-grained approaches, which provide QoS to large classes of 

data or aggregated traffic 

o In the first category we find ―Integrated Services,‖ a QoS 

architecture developed in the IETF and often associated with RSVP 

(Resource Reservation Protocol).  



 

 

o In the second category lies ―Differentiated Services,‖ which is 

probably the most widely deployed QoS mechanism. 
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