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ROUTING 

Forwarding 

 1. Forwarding consists of taking a packet, looking at its destination address, consulting a 

routing table, and sending the packet in a direction determined by that table. 

 2.Forwarding is a relatively simple and well-defined process performed locally at a node 

Routing 

 1. Routing is the process by which forwarding tables are built. 

 2. routing depends on complex distributed algorithms that have continued to evolve 

throughout the history of networking. 

Forwarding table VS Routing table 

Forwarding table  

• Used when a packet is being forwarded and so must contain enough information to 

accomplish the forwarding function 

• A row in the forwarding table contains the mapping from a network number to an 

outgoing interface and some MAC information, such as Ethernet Address of the next hop 

Routing table  

• Built by the routing algorithm as a precursor to build the forwarding table 

• Generally contains mapping from network numbers to next hops 

 

 
Example rows from (a) routing and (b) forwarding tables 

 

 

INTRADOMAIN ROUTING PROTOCOLS, OR INTERIOR GATEWAY PROTOCOLS 

(IGPS) 

 

Network as a Graph 



 

 

 Figure 3.1 shows a graph representing a network. The nodes of the graph, labeled A through 

F, may be hosts, switches, routers, or networks. The edges of the graph correspond to the network 

links. Each edge has an associated cost, which gives some indication of the desirability of sending 

traffic over that link. 

 

  
FIGURE 3.1 Network represented as a graph. 

 

• The basic problem of routing is to find the lowest-cost path between any two nodes 

• Where the cost of a path equals the sum of the costs of all the edges that make up the path 

 

• For a simple network, we can calculate all shortest paths and load them into some nonvolatile 

storage on each node. 

• Such a static approach has several shortcomings 

• It does not deal with node or link failures 

• It does not consider the addition of new nodes or links 

• It implies that edge costs cannot change 

• Need a distributed and dynamic protocol 

• Two main classes of protocols 

• Distance Vector 

• Link State  

 

 

 DISTANCE-VECTOR (RIP)( Bellman-Ford algorithm) 

 Each node constructs a one dimensional array (a vector) containing the ―distances‖ (costs) to all 

other nodes and distributes that vector to its immediate neighbors 

 Starting assumption is that each node knows the cost of the link to each of its directly connected 

neighbors 



 

 

 
Figure 3.2 

 

 consider an example like the one depicted in Figure 3.2 In this example, the cost of each link is 

set to 1, so that a least-cost path is simply the one with the fewest hops. 

 each node’s knowledge about the distances to all other nodes can be represented  as a table like 

Table 3.1 

 each node knows only the information in one row of the table 

 

 
 Table 3.1. Initial distances stored at each node (global view) 

 Initially, each node sets a cost of 1 to its directly connected neighbors and ∞ to all other node 

 A initially believes that it can reach B in one hop and that D is unreachable. The routing table 

stored at A reflects this set of beliefs and includes the name of the next hop that A would use to 

reach any reachable node. Initially, then, A’s routing table would look like Table 3.2 

 

Destination Cost Next Hop 

B 1 B 

C 1 C 

D ∞ -- 

E 1 E 

F 1 F 

G ∞ -- 

 

Table 3.2 Initial routing table at node A 



 

 

 every node sends a message to its directly connected neighbors containing its personal list of 

distances. 

(For example, node F tells node A that it can reach node G at a cost of 1; A also knows it can reach 

F at a cost of 1, so it adds these costs to get the cost of reaching G by means of F. This total cost of 

2 is less than the current cost of infinity, so A records that it can reach G at a cost of 2 by going 

through F. Similarly, A learns from C that D can be reached from C at a cost of 1; it adds this to the 

cost of reaching C (1) and decides that D can be reached via C at a cost of 2, which is better than 

the old cost of infinity. At the same time, A learns from C that B can be reached from C at a cost of 

1, so it concludes that the cost of reaching B via C is 2. Since this is worse than the current cost of 

reaching B (1), this new information is ignored. At this point, A can update its routing table with 

costs and next hops for all nodes in the network. The result is shown in Table 3.3) 

 

Destination Cost Next Hop 

B 1 B 

C 1 C 

D 2 C 

E 1 E 

F 1 F 

G 2 F 

Table 3.3 Final routing table at node A 

 

 In the absence of any topology changes, it takes only a few exchanges of information between 

neighbors before each node has a complete routing table. 

 The process of getting consistent routing information to all the nodes is called convergence 

 Table 3.4 shows the final set of costs from each node to all other nodes when routing has 

converged 

 
 

Table 3.4. Final distances stored at each node (global view) 

 Distributed algorithm like this enables all nodes to achieve a consistent view of the network 

in the absence of any centralized authority. 



 

 

 There are two different circumstances under which a given node decides to send a routing 

update to its neighbors 

1. periodic update 

 each node automatically sends an update message every so often, even if nothing has 

changed. This serves to let the other nodes know that this node is still running 

2. triggered update 

 whenever a node notices a link failure or receives an update from one of its neighbors that 

causes it to change one of the routes in its routing table 

 Whenever a node’s routing table changes, it sends an update to its neighbors, which may 

lead to a change in their tables, causing them to send an update to their neighbors. 

 When a link or node fails. The nodes that notice first send new lists of distances to their neighbors, 

and normally the system settles down fairly quickly to a new state 

 A node detects a link failure by sending a control packet and seeing if it receives an acknowledgment 

 A node determines that the link (or the node at the other end of the link) is down if it does not receive 

the expected periodic routing update for the last few update cycles. 

 When a node detects a link failure 

 F detects that link to G has failed 

 F sets distance to G to infinity and sends update to A 

 A sets distance to G to infinity since it uses F to reach G 

 A receives periodic update from C with 2-hop path to G 

 A sets distance to G to 3 and sends update to F 

 F decides it can reach G in 4 hops via A 

 Slightly different circumstances can prevent the network from stabilizing 

o Suppose the link from A to E goes down 

o In the next round of updates, A advertises a distance of infinity to E, but B and C 

advertise a distance of 2 to E 

o Depending on the exact timing of events, the following might happen 

 Node B, upon hearing that E can be reached in 2 hops from C, concludes that 

it can reach E in 3 hops and advertises this to A 

 Node A concludes that it can reach E in 4 hops and advertises this to C 

 Node C concludes that it can reach E in 5 hops; and so on. 

 This cycle stops only when the distances reach some number that is large 

enough to be considered infinite 

 In the meantime, none of the nodes actually knows that E is unreachable, and 

the routing tables for the network do not stabilize. This situation is known as 

the count to infinity problem. 

 Use some relatively small number as an approximation of infinity 

 For example, the maximum number of hops to get across a certain network is never going to 

be more than 16 

 One technique to improve the time to stabilize routing is called split horizon 

o When a node sends a routing update to its neighbors, it does not send those routes it 

learned from each neighbor back to that neighbor 

o For example, if B has the route (E, 2, A) in its table, then it knows it must have 

learned this route from A, and so whenever B sends a routing update to A, it does 

not include the route (E, 2) in that update 

 stronger version of split horizon, called split horizon with poison reverse 



 

 

o B actually sends that back route to A, but it puts negative information in the route to 

ensure that A will not eventually use B to get to E 

o For example, B sends the route (E, ∞) to A  

 

Routing Information Protocol (RIP) 

 Rather than advertising the cost of reaching other routers, the routers advertise the cost of 

reaching networks. For example, in Figure 3.3, router C would advertise to router A the fact that 

it can reach networks 2 and 3 (to which it is directly connected) at a cost of 0, networks 5 and 6 

at cost 1, and network 4 at cost 2. 

 

 
 

FIGURE 3.3 Example network running RIP. 

 

 RIP is in fact a fairly straightforward implementation of distance-vector routing. Routers running 

RIP send their advertisements every 30 seconds; 

 The RIP (version 2) packet format in Figure 3.4. The majority of the packet is taken up with 

(address, mask,distance) triples. 

 It supports multiple address families, not just IP—that is the reason for the Family part of the 

advertisements.  

 RIP version 2 (RIPv2) also introduced the subnet masks 

 RIP version 1 worked with the old classful addresses of IP. 

 RIP takes the simplest approach, with all link costs being equal to 1, Thus, it always tries to find 

the minimum hop route. 

  Valid distances are 1 through 15, with 16 representing infinity. This also limits RIP to running 

on fairly small networks—those with no paths longer than 15 hops. 

 



 

 

 
FIGURE 3.31 RIPv2 packet format. 

 

LINK STATE (OSPF) 

 

 Each node is capable of finding out the state of the link to its neighbors (up or down) and the cost of 

each link 

 Every node knows how to reach its directly connected neighbors, and the totality of this knowledge is 

distributed to every node, then every node will have enough knowledge of the network to build a 

complete map of the network. 

 Thus, linkstate routing protocols rely on two mechanisms:  

 reliable dissemination of link-state information,  

 calculation of routes from the sum of all the accumulated link-state knowledge. 

 Reliable Flooding 

 Reliable flooding is the process of making sure that all the nodes participating in the routing 

protocol get a copy of the link-state information from all the other nodes 

 each node creates an update packet, also called a link- state packet (LSP), which contains 

the following information: 

 id of the node that created the LSP 

 cost of link to each directly connected neighbor 

 sequence number (SEQNO) 

 time-to-live (TTL) for this packet 

 The first two items are needed to enable route calculation; the last two are used to make the 

process of flooding the packet to all nodes reliable. 

 The transmission of LSPs between adjacent routers is made reliable using acknowledgments 

and retransmissions 

 Consider a node X that receives a copy of an LSP that originated at some other node Y 

 X checks to see if it has already stored a copy of an LSP from Y. If not, it stores the LSP. If 

it already has a copy, it compares the sequence numbers 



 

 

 If the new LSP has a larger sequence number, it is assumed to be the more recent, and that 

LSP is stored 

 If the received LSP was the newer one, X then sends a copy of that LSP to all of its 

neighbors except the neighbor from which the LSP was just received. 

 
FIGURE 3.32 Flooding of link-state packets: (a) LSP arrives at node X; (b) X floods LSP to A and C; (c) A and C flood 

LSP to B (but not X); (d) flooding is complete. 

Each node generates LSPs under two circumstances 

 expiry of a periodic timer 

 change in topology 

 Important design goals of a link-state protocol’s flooding mechanism is that the newest 

information must be flooded to all nodes as quickly as possible to minimize the total amount of 

routing traffic that is sent around the network. 

 To reduce overhead is to avoid generating LSPs unless absolutely necessary 

 This can be done by using very long timers for the periodic generation of LSPs. 

 

Route Calculation(Dijkstra’s algorithm) 

 N: set of nodes in the graph 

 l((i, j): the non-negative cost associated with the edge between nodes i, j N and 

l(i, j) =  if no edge connects i and j 

 Let s N be the starting node which executes the algorithm to find shortest paths 

to all other nodes in N 

 Two variables used by the algorithm 

 M: set of nodes incorporated so far by the algorithm 

 C(n) : the cost of the path from s to each node n 

 The algorithm 

M = {s} 

For each n in N – {s} 

C(n) = l(s, n) 

while ( N  M) 

M = M  {w} such that C(w) is the minimum 

for all w in (N-M) 

For each n in (N-M) 



 

 

C(n) = MIN (C(n), C(w) + l(w, n)) 

 In practice, each switch computes its routing table directly from the LSP’s it has 

collected using a realization of Dijkstra’s algorithm called the forward search algorithm 

 Specifically each switch maintains two lists, known as Tentative and Confirmed 

 Each of these lists contains a set of entries of the form (Destination, Cost, NextHop) 

 The algorithm 

o Initialize the Confirmed list with an entry for myself; this entry has a cost of 0 

o For the node just added to the Confirmed list in the previous step, call it node Next, 

select its LSP 

o For each neighbor (Neighbor) of Next, calculate the cost (Cost) to reach this 

Neighbor as the sum of the cost from myself to Next and from Next to Neighbor 

 If Neighbor is currently on neither the Confirmed nor the Tentative list, then 

add (Neighbor, Cost, Nexthop) to the Tentative list, where Nexthop is the 

direction I go to reach Next 

 If Neighbor is currently on the Tentative list, and the Cost is less than the 

currently listed cost for the Neighbor, then replace the current entry with 

(Neighbor, Cost, Nexthop) where Nexthop is the direction I go to reach Next 

o If the Tentative list is empty, stop. Otherwise, pick the entry from the Tentative list 

with the lowest cost, move it to the Confirmed list, and return to Step 2. 

 
 

FIGURE 3.33 Link-state routing: an example network. 



 

 

 
Table 3.14 

The link-state routing algorithm has many nice properties: 

  1. stabilize quickly, 

              2. It does not generate much traffic,  

              3. It responds rapidly to topology changes or node failures. 

 Drawback 

 The amount of information stored at each node (one LSP for every other node in the network) can 

be quite large. 

 

The difference between the distance-vector and link-state algorithms 

  In distance-vector, each node talks only to its directly connected neighbors, but it 

tells them everything it has learned (i.e., distance to all nodes). 

  In link-state, each node talks to all other nodes, but it tells them only what it knows 

for sure (i.e., only the state of its directly connected links). 

 

 

The Open Shortest Path First Protocol (OSPF) 

 

Features 

1.Authentication of routing messages 

 All the nodes taking part in the protocol can be trusted. for authenticating routing messages OSPF 

used a simple 8-byte password for authentication 

2. Additional hierarchy 

 OSPF introduces another layer of hierarchy into routing by allowing a domain to be 

partitioned into areas. 



 

 

  This means that a router within a domain does not necessarily need to know how to reach 

every network within that domain 

 It may be able to get by knowing only how to get to the right area.  

 Thus, there is a reduction in the amount of information that must be transmitted to and 

stored in each node. 

3. Load balancing 

 OSPF allows multiple routes to the same place to be assigned the same cost and will cause 

traffic to be distributed evenly over those routes, thus making better use of available 

network capacity 

 

OSPF Header format 

 
 The Version field is currently set to 2,  

 Type field may take the values 1 through 5. five OSPF message types, type 1 is the ―hello‖ 

message, which a router sends to its peers to notify them that it is still alive and connected 

 The remaining types are used to request, send, and acknowledge the receipt of link-state 

messages 

 The SourceAddr identifies the sender of the message, 

  the AreaId is a 32-bit identifier of the area in which the node is located.  

 The entire packet, except the authentication data, is protected by a 16-bit checksum  

  The Authentication type is 0 if no authentication is used; otherwise, it may be 1, implying 

that a simple password is used, or 2, which indicates that a cryptographic authentication 

checksum is used. 

  the Authentication field carries the password or cryptographic checksum. 

OSPF LINK STATE ADVERTISEMENT 

 The LS Age is the equivalent of a time to live 

 the Link state ID and the Advertising router field are identical. Each carries a 32-bit 

identifier for the router that created this LSA. 

 The LS sequence number is used to detect old or duplicate LSAs 

 The LS checksum is used to verify that data has not been corrupted 

 Link ID and then use the Link Data to disambiguate among multiple parallel links . The 

metric is the cost of the link. Type tells us something about the link—for example, if it is a 

point-to-point link. 



 

 

 The TOS information is present to allow OSPF to choose different routes for IP packets 

based on the value in their TOS field. Instead of assigning a single metric to a link, it is 

possible to assign different metrics depending on the TOS value of the data. 

  

 
  

THE GLOBAL INTERNET 
 Inter- net is organized as autonomous systems, each of which is under the control of a single 
administrative entity. 

 
   The tree structure of the Internet in 1990 

One of the salient features of this topology is that it consists of end user sites (e.g., Stanford 

University) that connect to service provider networks (e.g., BARRNET was a provider network that 

served sites in the San Francisco Bay Area). In 1990, many providers served a limited geographic 

region and were thus known as regional networks. The regional networks were, in turn, connected 

by a nationwide backbone. 

 Each provider and end-user is an administratively independent entity. This has some 

significant consequences on routing. Different providers will have different ideas about the best 

routing protocol to use within their networks and on how metrics should be assigned to links in 

their network. Because of this independence, each provider’s network is usually a single 

autonomous system (AS). 

 

 link-state routing protocols (such as OSPF and IS-IS) can be used to partition a routing 

domain into subdomains called areas.. 



 

 

 An area is a set of routers that are administratively configured to exchange link-state 

information with each other.  

 There is one special area—the backbone area, also known as area 0 

 
 

 

 Internet is organized as autonomous systems, each of which is under the control of a single 

administrative entity. 

Routing problem can be divided into two parts 

 routing within a single autonomous system(intradomain routing)  

 routing between autonomous systems( interdomain routing) 
 

Challenges in Interdomain Routing 

  

 Challenge of inter domain routing today is the need for each AS to determine its own 

routing policies 

 There have been two major interdomain routing protocols  

 Exterior Gateway Protocol (EGP) 

 Forced a tree-like topology onto the Internet 

 Did not allow for the topology to become general 

 Tree like structure: there is a single backbone and autonomous systems are connected 

only as parents and children and not as peers 

 Border Gateway Protocol (BGP) 

 Assumes that the Internet is an arbitrarily interconnected set of ASs. 

 Today’s Internet consists of an interconnection of multiple backbone networks (they are 

usually called service provider networks, and they are operated by private companies) 

 Sites are connected to each other in arbitrary ways 

 

 local traffic as traffic that originates at or terminates on nodes within an AS 



 

 

 transit traffic as traffic that passes through an AS. 
  We can classify autonomous systems into three broad types: 

 Stub AS—an AS that has only a single connection to one other AS; such an AS will only 

carry local traffic. The small corporation in Figure 4.4 is an example of a stub AS. 

 Multihomed AS—an AS that has connections to more than one other AS but that refuses to 

carry transit traffic, such as the large corporation at the top of Figure 4.4. 

 Transit AS—an AS that has connections to more than one other AS and that is designed to 

carry both transit and local traffic, such as the backbone providers in Figure 4.4. 

 

 
 
FIGURE 4.4 A simple multi-provider Internet. 

 The goal of Inter-domain routing is 

 to find any path to the intended destination that is loop free 

  paths must be compliant with the policies of the various autonomous systems along 

the path 

Basics of BGP 

 Each AS has one or more border routers(gateway) through which packets enter and 

leave the AS. In our simple example in Figure 4.3, routers R2 and R4 would be 

border routers. 



 

 

 
 

 A border router is simply an IP router that is charged with the task of forwarding 

packets between autonomous systems. 

 Each AS that participates in BGP must also have at least one BGP speaker, a router 

that ―speaks‖ BGP to other BGP speakers in other autonomous systems. 

 BGP does not belong to either of the two main classes of routing protocols (distance-

vector and link-state protocols) 

 BGP advertises complete paths as an enumerated list of autonomous systems to 

reach a particular network 

 It also enables routing loops to be readily detected. 

 One BGP speaker that advertises: 

local networks 

other reachable networks (transit AS only) 

gives path information 

 
                                                  FIGURE 4.5 Example of a network running BGP 



 

 

 

consider the very simple example network in Figure 4.5. Assume that the providers are transit 

networks, while the customer networks are stubs. A BGP speaker for the AS of provider A (AS 2) 

would be able to advertise reachability information for each of the network numbers assigned to 

customers P and Q. Thus, it would say, in effect, ―The networks 128.96, 192.4.153, 192.4.32, and 

192.4.3 can be reached directly from AS 2.‖ The backbone network, on receiving this 

advertisement, can advertise, ―The networks 128.96, 192.4.153, 192.4.32, and 192.4.3 can be 

reached along the path (AS 1, AS 2).‖ Similarly, it could advertise, ―The networks 192.12.69, 

192.4.54, and 192.4.23 can be reached along the path (AS 1, AS 3). 

 An important job of BGP is to prevent the establishment of looping paths. For example, 

consider the network illustrated in Figure 4.6. It differs from Figure 4.5 only in the addition of an 

extra link between AS 2 and AS 3,  now  the graph of autonomous systems has a loop in it. Suppose 

AS 1 learns that it can reach network 128.96 through AS 2, so it advertises this fact to AS 3, who in 

turn advertises it back to AS 2. In the absence of any loop prevention mechanism, AS 2 could now 

decide that AS 3 was the preferred route for packets destined for 128.96. If AS 2 starts sending 

packets addressed to 128.96 to AS 3, AS 3 would send them to AS 1; AS 1 would send them back 

to AS 2; and they would loop forever. This is prevented by carrying the complete AS path in the 

routing messages. In this case, the advertisement for a path to 128.96 received by AS 2 from AS 3 

would contain an AS path of (AS 3, AS 1, AS 2, AS 4). AS 2 sees itself in this path, and thus 

concludes that this is not a useful path for it to use. 

 
 
 FIGURE 4.6 Example of loop among  autonomous systems. 

 In order for this loop prevention technique to work, the AS numbers carried in BGP clearly 

need to be unique. 

 If a BGP speaker has a choice of several different routes to a destination, it will choose the 

best one according to its own local policies 

 BGP speakers need to be able to cancel previously advertised paths. This is done with a 

form of negative advertisement known as a withdrawn route. 

 Both positive and negative reachability information are carried in a BGP update message,  

 



 

 

Integrating Interdomain and Intradomain Routing 

  how all the other routers in a domain get this information. 

 In stub AS that only connects to other autonomous systems at a single point, the border 

router is clearly the only choice for all routes that are outside the AS. 

  Such a router can inject a default route into the intradomain routing protocol. In effect 

  any network that has not been explicitly advertised in the intradomain protocol is reachable 

through the border router. 

 the border routers inject specific routes they have learned from outside the AS 

 in backbone networks, which learn so much routing information from BGP that it becomes 

too costly to inject it into the intradomain protocol 

 It will have to send very big link-state packets to the other routers in that AS,  

 Their shortest-path calculations are going to become very complex. 

  For this reason, the routers in a backbone network use a variant of BGP called interior BGP 

(iBGP) to effectively redistribute the information that is learned by the BGP speakers at the 

edges of the AS to all the other routers in the AS. 

 The other variant of BGP,  runs between autonomous systems and is called exterior BGP, or 

eBGP). 

  iBGP enables any router in the AS to learn the best border router to use when sending a 

packet to any address. 

  each router in the AS keeps track of how to get to each border router using a conventional 

intradomain protocol with no injected information.  

 By combining these two sets of information, each router in the AS is able to determine the 

appropriate next hop for all prefixes. 

 consider the simple example network, representing a single AS, in Figure 4.9. 

 The three border routers, A, D, and E, speak eBGP to other autonomous systems and learn 

how to reach various prefixes.  

 These three border routers communicate with other and with the interior routers B and C by 

building a mesh of iBGP sessions among all the routers in the AS. 
 

 
FIGURE 4.9 Example of interdomain and intradomain routing. All routers run iBGP and an intradomain routing 

protocol. Border routers A, D, and E also run eBGP to other autonomous systems. 



 

 

  router B builds up its complete view of how to forward packets to any prefix. 

 The table at the top left of Figure 4.10 which shows the information that router B learns 

from its iBGP sessions. 

  It learns that some prefixes are best reached via router A, some via D, and some via E. At 

the same time, all the routers in the AS are also running some intradomain routing protocol 

such as Routing Information Protocol (RIP) or Open Shortest Path First (OSPF). protocol, 

or IGP. 

  From this completely separate protocol, B learns how to reach other nodes inside the 

domain, as shown in the top right table. 

 To reach router E, B needs to send packets toward router C. Finally, in the bottom table, B 

puts the whole picture together, combining the information about external prefixes learned 

from iBGP with the information about interior routes to the border routers learned from the 

IGP.  

 Thus, if a prefix like 18.0/16 is reachable via border router E, and the best interior path to E 

is via C, then it follows that any packet destined for 18.0/16 should be forwarded toward C. 

In this way, any router in the AS can build up a complete routing table for any prefix that is 

reachable via some border router of the AS. 

 
FIGURE 4.10 BGP routing table, IGP routing table, and combined table at router B 
 
 

 

 

 



 

 

IP Version 6 (IPv6) 

 main features of IPv6 

 Addresses and Routing 

 IPv6 provides a 128-bit address space 

 IPv6 can address 3.4×1038 nodes 

 the IPv6 address space is predicted to provide over 1500 addresses per square foot of 
the Earth’s surface 

 Address Space Allocation 

 IPv6 addresses do not have classes. 

 address space is subdivided in based on the leading bits. 

 
 
                       Table 4.11   Address prefix assignments for IPv6 

 

 

 

 



 

 

Address prefix assignments for IPv6 

 Large chunks of address space have been left unassigned to allow for future growth 

and new features. 

 0000 001-NSAP(Network Service Access Point) addresses are used by the ISO 

protocols. 

 0000 010-IPX addresses are used by Novell’s network-layer protocol. 

 Link local use-enable a host to construct an address that will work on the network 

to which it is connected without being concerned about global uniqueness of the address. 

 Site local use-addresses are intended to allow valid addresses to be constructed on 

a site that is not connected to the larger Internet; again, global uniqueness need not be an issue. 

 Multicast address space- is for multicast, thereby serving the same role as class D 

addresses in IPv4. 

 

Address Notation 

 The standard representation is x:x:x:x:x:x:x:x, where each ―x is a hexadecimal 

representation of a 16-bit piece of the address. 

 Example IPV6 Address format 47CD:1234:4422:ACO2:0022:1234:A456:0124 

 There are some special notations that may be helpful in certain circumstances. For 

example, an address with a large number of contiguous 0s can be written more compactly by 

omitting all the 0 fields. 

Example47CD:0000:0000:0000:0000:0000:A456:0124 could be written 47CD::A456:0124 

 This form of shorthand can only be used for one set of contiguous 0s in an address to 

avoid ambiguity. 

Mapping from ipv4 to ipv6 

 IPv4 address was 128.96.33.81 could be written as::FFFF:128.96.33.81. 

 The last 32 bits are written in IPv4 notation, rather than as a pair of hexadecimal 

numbers separated by a colon. Note that the double colon at the front indicates the leading 0s. 

Aggregatable Global Unicast Addresses 

 unicast address allocation plan that determines how addresses beginning with the 001 

prefix will be assigned to service providers, autonomous systems, networks, hosts, and routers. 

 consider a nontransit AS (i.e., a stub or multihomed AS) as a subscriber 

 consider a transit AS as a provider. 

 Providers subdivided into direct and indirect. 

 Direct providers- are directly connected to subscribers. 

 Indirect providers- are not connected directly to subscribers, and are often known as 

backbone networks. 

 Similar to CIDR, the goal of the IPv6 address allocation plan is to provide aggregation of 

routing information to reduce the burden on intradomain routers. 

 It uses address prefix—to aggregate reachability information to a large number of 

networks. 

 

 

 

 

 



 

 

Packet Format(IPV6 HEADER FORMAT)  

 Version field-which is set to 6 for IPv6. 

 The TrafficClass and FlowLabel fields- both relate to quality of service issues. 

 The PayloadLen field -gives the length of the packet excluding the IPv6 header,measured in 

bytes. 

 The NextHeader field cleverly replaces both the IP options and the Protocol field of IPv4. If 

options are required, then they are carried in one or more special headers following the IP 

header, and this is indicated by the value of the NextHeader field. 

 If there are no special headers, the NextHeader field is the demuxkey identifying the higher-

level protocol running over IP (e.g., TCP or UDP); that is, it serves the same purpose as the IPv4 

Protocol field. 

 The HopLimit field is simply the TTL of IPv4. 

 Finally, the bulk of the header is taken up with the source and destination addresses,each of 

which is 16 bytes (128 bits) long. 

 IPv6 addresses are four times longer than those of IPv4. 

  
 

Autoconfiguration 

 One goal of IPv6, therefore, is to provide support for autoconfiguration, sometimes referred 

to as ―plug-and-play operation. 

 The longer address format in IPv6 helps provide a useful, new form  of autoconfiguration 

called stateless autoconfiguration, which does not require a server. 

 The autoconfiguration problem is subdivided into two parts: 

 Obtain an interface ID that is unique on the link to which the host is attached. 

 Obtain the correct address prefix for this subnet. 

 The first part turns out to be rather easy, since every host on a 



 

 

           link must have a unique link-level address. 

    For example, all hosts on an Ethernet have a unique 48-bit Ethernet address.  This can be turned 

into a valid link local use address by adding the appropriate prefix from Table 4.11 (1111 1110 10) 

followed by enough 0s to makeup 128 bits. 

 

Advanced Routing Capabilities 

 Another of IPv6’s extension headers is the routing header. In the absence of this header, 

routing for IPv6 differs very little from that of IPv4 under CIDR. 

 The routing header contains a list of IPv6 addresses that represent nodes or topological areas 

that the packet should visit en route to its destination. 

 A topological area may be, for example, a backbone provider’s network. 

 To provide the ability to specify topological entities rather than individual nodes, IPv6 

defines an anycast address. 

 An anycast address is assigned to a set of interfaces, and packets sent to that address will go 

to the ―nearestǁ of those interfaces, with nearest being determined by the routing protocols. 

 For example, all the routers of a backbone provider could be assigned a single anycast 

address, which would be used in the routing header. 

Other Features 

 The primary motivation behind the development of IPv6 was to support the continued 

growth of the Internet. 

Primary features 

 autoconfiguration and 

 source-directed routing. 

Additional features 

 mobility 

 Network security 

 New service model 
 

MULTICAST 

 

 The basic IP multicast model is a many-to-many model based on multicast groups, where 

each group has its own IP multicast address. 

 The hosts that are members of a group receive copies of any packets sent to that group’s 

multicast address. 

  A host can be in multiple groups, and it can join and leave groups freely by telling its local 

router using a protocol 

 one-to many multicast, called Source-Specific Multicast (SSM), a receiving host specifies 

both a multicast group and a specific sending host.  

 The receiving host would then receive multicasts addressed to the specified group, but only 

if they are from the specified sender. 

 IP’s original many-to-many model is sometimes referred to as Any Source Multicast (ASM). 

 

 

 

 



 

 

Multicast Addresses 

 In IPv4, these addresses are assigned in the class D address space, 

 IPv6  has a portion of its address space reserved for multicast group addresses.  

 Some subranges of the multicast ranges are reserved for intradomain multicast 

 They can be reused independently by different domains. 

 

Multicast Routing 

 Multicast routing is the process by which the multicast distribution trees are determined or, 

more concretely, the process by which the multicast forwarding tables are built. 

 unicast forwarding tables collectively specify a set of paths, multicast forwarding tables 

collectively specify a set of trees: multicast distribution trees 

 

DVMRP(Distance Vector Multicast Routing Protocol) 

 Distance-vector routing,  unicast, can be extended to support multicast.  

 The resulting protocol is called Distance Vector Multicast Routing Protocol 

 This algorithm to support multicast is a two-stage process 

1. broadcast mechanism that allows a packet to be forwarded to all the networks on 

the internet 

2. refine this mechanism so that it prunes back networks that do not have hosts that 

belong to the multicast group. 

 DVMRP is one of several multicast routing protocols described as flood-and-prune 

protocols. 

BROADCASTING 

 whenever a router receives a multicast packet from source S, the router forwards the packet 

on all outgoing links (except the one on which the packet arrived) 

 This strategy effectively floods packets outward from S but does not loop packets back 

toward S. 

 There are two major shortcomings to this approach 

1. It truly floods the network; it has no provision for avoiding LANs that have no 

members in the multicast group 

2. A given packet will be forwarded over a LAN by each of the routers connected to 

that LAN. This is due to the forwarding strategy of flooding packets on all links 

 The solution to this second limitation is to eliminate the duplicate broadcast packets that are 

generated when more than one router is connected to a given LAN.  

 One way to do this is to designate one router as the parent router for each link, relative to 

the source, where only the parent router is allowed to forward multicast packets from that 

source over the LAN 

 The router that has the shortest path to source S is selected as the parent 

 A given router can learn if it is the parent for the LAN (again relative to each possible 

source) based upon the distance-vector messages it exchanges with its neighbors. 

 This refinement requires that each router keep, for each source, a bit for each of its incident 

links indicating whether or not it is the parent for that source/link pair 

 

 

 



 

 

Reverse Path Broadcast (RPB) or Reverse Path Forwarding (RPF). 

 To designate a parent router for a LAN the shortest path toward the source is found , as 

compared to unicast routing, which looks for the shortest path to a given destination. 

 The RPB mechanism implements shortest-path broadcast. 

 

PRUNING 
 

 To prune the set of networks that receives each packet addressed to group G to exclude 

those that have no hosts that are members of G.  

 This can be accomplished in two stages.  

1.  recognize when a leaf network has no group members. 

  If the parent router is the only router on the network, then the network is a 

leaf. Determining if any group members reside on the network is accomplished 

by having each host that is a member of group G periodically announce this fact 

over the network, The router then uses this information to decide whether or not 

to forward a multicast packet addressed to G over this LAN. 

2. to propagate this ―no members of G here‖ information up the shortest-path tree 

 This is done by having the router augment the (Destination, Cost) pairs it 

sends to its neighbors with the set of groups for which the leaf network is 

interested in receiving multicast packets. This information can then be 

propagated from router to router, so that for each of its links a given router 

knows for what groups it should forward multicast packets. 

 this information is exchanged only when some source starts sending packets to that group 

 

PIM-SM(Protocol Independent Multicast) 

 PIM divides the problem space into sparse mode and dense mode, where sparse and dense 

refer to the proportion of routers that will want the multicast 

 PIM dense mode (PIM-DM) uses a flood-and-prune algorithm like DVMRP and suffers 

from scalability problem. 

 In PIM-SM, routers explicitly join the multicast distribution tree using PIM protocol 

messages known as Join messages. 

 PIM-SM assigns to each group a special router known as the rendezvous point (RP). 

 A multicast forwarding tree is built as a result of routers sending Join messages to the RP. 

 PIM-SM allows two types of trees to be constructed: 

 A shared tree, which may be used by all senders, 

 A source-specific tree, which may be used only by a specific sending host.  

 The normal mode of operation creates the shared tree first, followed by one or more source-

specific trees  

 It is important that the default is to have only one tree for a group, not one for every sender 

to a group. 



 

 

 
 FIGURE 4.14 PIM operation: (a) R4 sends Join to RP and joins shared tree; (b) R5 joins shared tree; (c) RP builds 

source-specific tree to R1 by sending Join to R1; (d) R4 and R5 build source-specific tree to R1 by sending Joins to R1. 

 

 In Figure 4.14(a), in which router R4 is sending a Join to the rendezvous point for some 

group. 

  The initial Join message is ―wildcarded‖; that is, it applies to all senders. 

  A Join message clearly must pass through some sequence of routers before reaching the RP 

(e.g., R2).  

 Each router along the path looks at the Join and creates a forwarding table entry for the 

shared tree, called a (*, G) entry (where * means ―all senders‖).  

 To create the forwarding table entry, it looks at the interface on which the Join arrived and 

marks that interface as one on which it should forward data packets for this group. 

  It then determines which interface it will use to forward the Join toward the RP. This will 

be the only acceptable interface for incoming packets sent to this group. 

  It then forwards the Join toward the RP. Eventually, the message arrives at the RP, 

completing the construction of the tree branch.  

 The shared tree thus constructed is shown as a solid line from the RP to R4 in Figure 

4.14(a). 

 As more routers send Joins toward the RP, they cause new branches to be added to the tree, 

as illustrated in Figure 4.14(b). 

 In this case,  the Join only needs to travel to R2, which can add the new branch to the tree 

simply by adding a new outgoing interface to the forwarding table entry created for this 

group. 



 

 

  R2 need not forward the Join on to the RP.The end result of this process is to build a tree 

whose root is 

the RP. 

 suppose a host wishes to send a message to the group. 

 It constructs a packet with the appropriate multicast group address as its destination and 

sends it to a router on its local network known as the designated router (DR). 

  Suppose the DR is R1 in Figure 4.14. There is no state for this multicast group between R1 

and the RP at this point, 

 so instead of simply forwarding the multicast packet, R1 tunnels it to the RP. That is, R1 

encapsulates the multicast packet inside a PIM Register message that it sends to the unicast 

IP address of the RP. 

 The RP receives the packet addressed to it, looks at the payload of the Register message, 

and finds inside an IP packet addressed to the multicast address of this group. 

 The RP  sends it out onto the shared tree of which the RP is the root.  

 In the example of Figure 4.14, this means that the RP sends the packet on to R2, which is 

able to forward it on to R4 and R5.  

 The complete delivery of a packet from R1 to R4 and R5 is shown in Figure 4.15. 

 The tunneled packet travel from R1 to the RP with an extra IP header containing the unicast 

address of RP, 

  then the multicast packet addressed to G making its way along the shared tree to R4 and 

R5. 

 
FIGURE 4.15 Delivery of a packet along a shared tree. R1 tunnels the packet to the RP, which 

forwards it along the shared tree to R4 and R5. 

 

 



 

 

 The encapsulation and decapsulation of packets on the way to the RP forces knowledge 

about this group into the intervening routers so tunneling can be avoided. 

  It sends a Join message toward the sending host (Figure 4.14(c)). As this Join travels 

toward the host, it causes the routers along the path (R3) to learn about the group, so that it 

will be possible for the DR to send the packet to the group as native (i.e., not tunneled) 

multicast packets. 

 the Join message sent by the RP to the sending host is specific to that sender, whereas the 

previous ones sent by R4 and R5 applied to all senders.  

 The effect of the new Join is to create sender-specific state in the routers between the 

identified source and the RP.  

 This is referred to as (S, G) state, since it applies to one sender to one group, and contrasts 

with the (*, G) state 

 Thus, in Figure 4.14(c), a source-specific route from R1 to the RP (indicated by the dashed 

line) and a tree that is valid for all senders from the RP to the receivers (indicated by the 

solid line) 

 To replace the entire shared tree with a source-specific tree. This is desirable because the 

path from sender to receiver via the RP might be significantly longer than the shortest 

possible path. 

 This again is likely to be triggered by a high data rate being observed from some sender.  

 In this case, the router at the downstream end of the tree—say, R4 in our example—sends a 

source-specific Join toward the source. 

  As it follows the shortest path toward the source, the routers along the way create (S, G) 

state for this tree, and the result is a tree that has its root at the source, rather than the RP. 

  Assuming both R4 and R5 made the switch to the source-specific tree end up with the tree 

shown in Figure 4.14(d). 

 This tree no longer involves the RP at all.removed the shared tree from this picture to 

simplify the diagram,  

 but in reality all routers with receivers for a group must stay on the shared tree 

 PIM is protocol independent. All of its mechanisms for building and maintaining trees take 

advantage of unicast routing without depending on any particular unicast routing protocol. 

 The formation of trees is entirely determined by the paths that Join messages follow, which 

is determined by the choice of shortest paths made by unicast routing. Thus, to be precise, 

PIM is ―unicast routing protocol independent. 
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