
 

 

 

UNIT – I 

FUNDAMENTALS & LINK LAYER 

REQUIREMENTS 

 An application programmer would list the services that his or her application needs—for 

example, a guarantee that each message the application sends will be delivered without 

error within a certain amount of time or the ability to switch gracefully among different 

connections to the network as the user moves around. 

 A network operator would list the characteristics of a system that is easy to administer 

and manage—for example, in which faults can be easily isolated, new devices can be 

added to the network and configured correctly, and it is easy to account for usage. 

  A network designer would list the properties of a cost-effective design—for example, 

that network resources are efficiently utilized and fairly allocated to different users. 

Issues of performance are also likely to be important. 

Links, Nodes, and Clouds 

 A network can consist of two or more computers directly connected by some physical 

medium, such as a coaxial cable or an optical fiber. We call such a physical medium a link, and 

we often refer to the computers it connects as nodes. (Sometimes a node is a more specialized 

piece of hardware rather than a computer).  

 As illustrated in Figure  physical links are sometimes limited to a pair of nodes (such a 

link is said to be point-to-point), while in other cases more than two nodes may share a single 

physical link (such a link is said to be multiple-access). 

 

 

 

a)Point to point 

b)Multiple access 

A set of nodes, each of which is attached to one or more point-to-point links. Those nodes that 

are attached to at least two links run software that forwards data received on one link out on 

another.If organized in a ystematic way, these forwarding nodes form a switched network. There 

are numerous types of switched networks, of which the two most common are circuit switched 

and packet switched. 



 

 

 The important feature of packet-switched networks is that the nodes in such a network 

send discrete blocks of data to each other. Think of these blocks of data as corresponding to 

some piece of application data such as a file, a piece of email, or an image. Each block of data is 

calles either a packet or a message. 

 Packet-switched networks typically use a strategy called store-and- forward. As the name 

suggests, each node in a store-and-forward network first receives a complete packet over some 

link, stores the packet in its internal memory, and then forwards the complete packet to the next 

node  a circuit-switched network first establishes a dedicated circuit across a sequence of links 

and then allows the source node to send a stream of bits across this circuit to a destination node. 

 
Switched network. 

 

The cloud in Figure  distinguishes between the nodes on the inside that implement the network 

(they are commonly called switches, and their primary function is to store and forward packets) 

and the nodes on the outside of the cloud that use the network (they are commonly called hosts, 

and they support users and run application programs). 

                                  
                              Fig Interconnection of networks 

 

 A second way in which a set of computers can be indirectly connected is shown in Figure 

1.4. In this situation, a set of independent networks (clouds) are interconnected to forman 

internetwork, or internet for short. A node that is connected to two or more networks is 



 

 

commonly called a router or gateway, and it plays much the same role as a switch—it forwards 

messages from one network to another. 

 The process of determining systematically how to forward messages toward the 

destination node based on its address is called routing. 

 

COST-EFFECTIVE RESOURCE SHARING 

 multiplexing,  means that a system resource is shared among multiple users. There are 

several different methods for multiplexing multiple flows onto one physical link. One common 

method is synchronous time- division multiplexing (STDM). The idea of STDM is to divide time 

into equal-sized quanta and, in a round-robin fashion, give each flow a chance to send its data 

over the physical link. In other words, during time quantum 1, data from S1 to R1 is transmitted; 

during time quantum 2, data from S2 to R2 is transmitted; in quantum 3, S3 sends data to R3. At 

this point, the first flow (S1 to R1) gets to go again, and the process repeats. 

 frequency-division multiplexing (FDM). The idea of FDM is to transmit each flow over 

the physical link at a different frequency, much the same way that the signals for different TV 

stations are transmitted at a different frequency over the airwaves or on a coaxial cable TV link. 

                      
 

                  Fig. Multiplexing multiple logical flows over a single physical link  

 

 Both STDM and FDM are limited in two ways. First, if one of the flows (host pairs) does 

not have any data to send, its share of the physical link—that is, its time quantum or its 

frequency—remains idle, even if one of the other flows has data to transmit. For example, S3 

had to wait its turn behind S1 and S2 in the previous paragraph, even if S1 and S2 had nothing to 

send. For computer communication, the amount of time that a link is idle can be very large 

 Second, both STDM and FDM are limited to situations in which the maximum number of 

flows is fixed and known ahead of time. It is not practical to resize the quantum or to add 

additional quanta in the case of STDM or to add new frequencies in the case of FDM. 



 

 

  

 Fig. A switch multiplexing packets from multiple sources onto one shared link  

 

 

Statistical multiplexing.: 

 statistical multiplexing is really quite simple, with two key ideas. First, it is like STDM in 

that the physical link is shared over time—first data from one flow is transmitted over the 

physical link, then data from another flow is transmitted, and so on. however, data is transmitted 

from each flowon demand rather than during a predetermined time slot. Thus, if only one flow 

has data to send, it gets to transmit that data without waiting for its quantum to come around and 

thus without having to watch the quanta assigned to the other flows go by unused. It is this 

avoidance of idle time that gives packet switching its efficiency. 

 

LAYERING AND PROTOCOLS 

Layering provides two nice features. 

 It decomposes the problem of building a network into more manageable components. 

Rather than implementing a monolithic piece of software that does everything 

 It provides a more modular design. If you decide that you want to add some new service, 

you may only need to modify the functionality at one layer, reusing the functions 

provided at all the other layers. 

 
 Fig. Layered system with alternative abstractions available at a given layer  

 



 

 

The abstract objects that make up the layers of a network system are called protocols. That is, a 

protocol provides a communication service that higher-level objects (such as application 

processes, or perhaps higher level protocols) use to exchange messages.  

 Each protocol defines two different interfaces. 

 It defines a service interface to the other objects on the same computer that want to use 

its communication services. This service interface defines the operations that local 

objects can perform on the protocol. 

 A protocol defines a peer interface to its counterpart (peer) on another machine. This 

second interface defines the form and meaning of messages exchanged between protocol 

peers to implement the communication service.  

 
 

 Fig. Service and Peer Interfaces  

 

 

 

Except at the hardware level, where peers directly communicate with each other over a link, 

peer-to-peer communication is indirect—each protocol communicates with its peer by passing 

messages to some lower level protocol, which in turn delivers the message to its peer. In 

addition, there are potentially multiple protocols at any given level, each providing a different 

communication service. We therefore represent the suite of protocols that make up a network 

system with a protocol graph. The nodes of the graph correspond to protocols, and the edges 

represent a depends on relation. For example, Figure 1 illustrates a protocol graph 



 

 

 
Fig.Example of a protocol graph nodes are the protocols and links the ―depends-on‖ relation 

 

 Open Systems Interconnection (OSI) architecture 

 Open Systems Interconnection (OSI) architecture and illustrated in Figure defines a 

partitioning of network functionality into seven layers, where one or more protocols implement 

the functionality assigned to a given layer. 

 



 

 

 
Fig. The OSI 7-layer Model OSI – Open Systems Interconnection 

Functions of the Layers 

1. Physical Layer 

The physical layer coordinates the functions required to transmit a bit stream over a physical 

medium. 

The physical layer is concerned with the following: 

 Physical characteristics of interfaces and media - The physical layer defines the 

characteristics of the interface between the devices and the transmission medium. 

 Representation of bits - To transmit the stream of bits, it must be encoded to signals. The 

physical layer defines the type of encoding. 

Data Rate or Transmission rate - The number of bits sent each second – is also defined by the 

physical layer. 

Synchronization of bits - The sender and receiver must be synchronized at the bit level. Their 

clocks must be synchronized. 

Line Configuration - In a point-to-point configuration, two devices are connected together 

through a dedicated link. In a multipoint configuration, a link is shared between several devices. 

Physical Topology - The physical topology defines how devices are connected to make a 

network. Devices can be connected using a mesh, bus, star or ring topology. 

Transmission Mode - The physical layer also defines the direction of transmission between two 

devices: simplex, half-duplex or full-duplex. 

2. Data Link Layer 

It is responsible for transmitting frames from one node to next node. 

The other responsibilities of this layer are 

Framing - Divides the stream of bits received into data units called frames. 



 

 

Physical addressing – If frames are to be distributed to different systems on the n/w , data link 

layer adds a header to the frame to define the sender and receiver. 

Flow control- If the rate at which the data are absorbed by the receiver is less than the rate 

produced in the sender ,the Data link layer imposes a flow control mechanism. 

Error control- Used for detecting and retransmitting damaged or lost frames and to prevent 

duplication of frames. This is achieved through a trailer added at the end of the frame. 

Access control -Used to determine which device has control over the link at any given time. 

3. NETWORK LAYER 

This layer is responsible for the delivery of packets from source to destination. It is mainly 

required, when it is necessary to send information from one network to another. 

The other responsibilities of this layer are 

Logical addressing - If a packet passes the n/w boundary, we need another addressing system 

for source and destination called logical address. 

Routing – The devices which connects various networks called routers are responsible for 

delivering packets to final destination. 

4. TRANSPORT LAYER 

It is responsible for Process to Process delivery. 

It also ensures whether the message arrives in order or not. 

The other responsibilities of this layer are 

Port addressing - The header in this must therefore include a address called port address. This 

layer gets the entire message to the correct process on that computer. 

Segmentation and reassembly - The message is divided into segments and each segment is 

assigned a sequence number. These numbers are arranged correctly on the arrival side by this 

layer. 

Connection control - This can either be connectionless or connection-oriented. The 

connectionless treats each segment as a individual packet and delivers to the destination. The 

connection oriented makes connection on the destination side before the delivery.After the 

delivery the termination will be terminated. 

Flow and error control - Similar to data link layer, but process to process take place. 

5.SESSION LAYER 

This layer establishes, manages and terminates connections between applications. 

The other responsibilities of this layer are 

Dialog control - This session allows two systems to enter into a dialog either in half duplex or 

full duplex. 

Synchronization-This allows to add checkpoints into a stream of data. 

6.PRESENTATION LAYER 

It is concerned with the syntax and semantics of information exchanged between two systems. 

The other responsibilities of this layer are 

Translation – Different computers use different encoding system, this layer is responsible for 

interoperability between these different encoding methods. It will change the message into some 

common format. 

Encryption and decryption-It means that sender transforms the original information to another 

form and sends the resulting message over the n/w. and vice versa. 

Compression and expansion-Compression reduces the number of bits contained in the 

information particularly in text, audio and video. 

7 APPLICATION LAYER 



 

 

This layer enables the user to access the n/w. This allows the user to log on to remote user. 

The other responsibilities of this layer are 

FTAM(file transfer,access,mgmt) - Allows user to access files in a remote host. 

Mail services - Provides email forwarding and storage. 

Directory services - Provides database sources to access information about various sources and 

objects. 

 

Internet Architecture 

 The Internet architecture, which is also sometimes called the TCP/IP architecture after its 

two main protocols, is depicted in Figure 

 

 
 

Fig. Internet Protocol Graph 

 

 
Fig. Alternative view of the Internet architecture. The “Network” layer shown here is 

sometimes referred to as the “sub-network” or “link” layer.  

 



 

 

At the lowest level is a wide variety of network protocols, denoted NET1, NET2, and so on. In 

practice, these protocols are implemented by a combination of hardware (e.g., a network adaptor) 

and software (e.g., a network device driver). For example, you might find Ethernet or wireless 

protocols (such as the 802.11 Wi-Fi standards) at this layer. 

 The second layer consists of a single protocol—the Internet Protocol (IP). This is the 

protocol that supports the interconnection of multiple networking technologies into a single, 

logical internetwork. 

 The third layer contains two main protocols—the Transmission Control Protocol (TCP) 

and the User Datagram Protocol (UDP). TCP and UDP provide alternative logical channels to 

application programs. TCP provides a reliable byte-stream channel, and UDP provides an 

unreliable datagram delivery channel. 

 Running above the transport layer is a range of application protocols, such as HTTP, 

FTP, Telnet (remote login), and the Simple Mail Transfer Protocol (SMTP), that enable the 

interoperation of popular applications. 

 The Internet architecture has three features 

 The Internet architecture does not imply strict layering. The application is free to bypass 

the defined transport layers and to directly use IP or one of the underlying networks. 

 An hour-glass shape – wide at the top, narrow in the middle and wide at the bottom. IP 

serves as the focal point for the architecture 

 In order for a new protocol to be officially included in the architecture, there needs to be 

both a protocol specification and at least one (and preferably two) representative 

implementations of the specification 

 

NETWORK SOFTWARE 

Application Programming Interface (Sockets) 

 What is a socket? 

 The point where a local application process attaches to the network 

 An interface between an application and the network 

 An application creates the socket  

The interface defines operations for 

 Creating a socket 

 Attaching a socket to the network 

 Sending and receiving messages through the socket 

 Closing the socket 

Socket Family 

 PF_INET denotes the Internet family  

 PF_UNIX denotes the Unix pipe facility  

 PF_PACKET denotes direct access to the network interface (i.e., it bypasses 

the TCP/IP protocol stack) 

Socket Type 

 SOCK_STREAM is used to denote a byte stream 

 SOCK_DGRAM is an alternative that denotes a message oriented service, 

such as that provided by UDP 

Creating a Socket 



 

 

 int sockfd = socket(address_family, type, protocol); 

 

The socket number returned is the socket descriptor for the newly created socket 

 

int sockfd = socket (PF_INET, SOCK_STREAM, 0); 

int sockfd = socket (PF_INET, SOCK_DGRAM, 0); 

 

 The combination of PF_INET and SOCK_STREAM implies TCP 

Server 

 Passive open 

 Prepares to accept connection, does not actually establish a connection 

Server invokes 

 int bind (int socket, struct sockaddr *address, int addr_len) 

 int listen (int socket, int backlog) 

 int accept (int socket, struct sockaddr *address, int *addr_len)  

 

Client-Serve Model with TCP 

Bind 

 Binds the newly created socket to the specified address i.e. the network 

address of the local participant (the server) 

 Address is a data structure which combines IP and port 

Listen 

 Defines how many connections can be pending on the specified socket 

 

Accept 

 Carries out the passive open 

 Blocking operation  

 Does not return until a remote participant has established a connection 

 When it does, it returns a new socket that corresponds to the new established 

connection and the address argument contains the remote participant’s 

address   

 Once a connection is established, the application process invokes two 

operation 

 int send (int socket, char *msg, int msg_len, int flags) 

 int recv (int socket, char *buff, int buff_len, int flags) 

  

 

 



 

 

PERFORMANCE 

Bandwidth and Latency 

 bandwidth (also called throughput) and latency (also called delay).  

 The bandwidth of a network is given by the number of bits that can be 

transmitted over the network in a certain period of time.  

 For example, a network might have a bandwidth of 10 million bits/second 

(Mbps), meaning that it is able to deliver 10  million bits every second. 

 It is  useful to think of bandwidth in terms of how long it takes to transmit each bit 

of data.  

 On a10-Mbps network, for example, it takes 0.1 microsecond (μs) to transmit 

each bit. 

 latency, corresponds to how long it takes a message to travel from one end of a 

network to the other. 

  Latency is measured strictly in terms of time. that is how long it takes to send a 

message from one end of a network to the other and back, 

  Rather than the one-way latency. We call this the round-trip time (RTT) of the 

network. 

 

latency having three components. 

 There is the speed-of-light propagation delay. A bit on a wire, can travel faster 

than the speed of light. light travels across different media at different speeds.  

 There is the amount of time it takes to transmit a unit of data. This is a function of 

the network bandwidth and the size of the packet in which the data is carried.  

 There may be queuing delays inside the network, since packet switches generally 

need to store packets for some time before forwarding them on an outbound link 

 

 So the total latency is 

Latency = Propagation + Transmit + Queue 

Propagation = Distance/Speed Of Light 

Transmit = Size/Bandwidth 

Bandwidth and latency combine to define the performance characteristics of a given link or 

channel. Their relative importance, depends on the application. For some applications, latency 

dominates 

Delay× Bandwidth Product 

 We think the channel between a pair of processes as a hollow pipe 

 Latency (delay) length of the pipe and bandwidth the width of the pipe 

 Delay of 50 ms and bandwidth of 45 Mbps 

   50 x 10
-3

 seconds x 45 x 10
6
 bits/second 

    2.25 x 10
6
 bits = 280 KB data. 

The delay × bandwidth product is important to know when constructing high-performance 

networks because it corresponds to how many bits the sender must transmit before the first bit 

arrives at the receiver 

 

FRAMING 



 

 

  

  In packet-switched networks, which means that blocks of data (called 

frames at this level), not bit streams, are exchanged between nodes. It is the network 

adaptor that enables the nodes to exchange frames.  

Fig 

 bits 

1- adaptor 

When node A wishes to transmit a frame to node B, it tells its adaptor to transmit a frame 

from the node’s memory. This results in a sequence of bits being sent over the link. The 

adaptor on node B then collects together the sequence of bits arriving on the link and 

deposits the corresponding frame in B’s memory. Recognizing exactly what set of bits 

constitute a frame—that is, determining where the frame begins and ends—is the central 

challenge faced by the adaptor. 

Byte-Oriented Protocols (BISYNC, PPP, DDCMP) 

(BISYNC (Binary Synchronous Communication) Protocol, DDCMP (Digital Data 

Communication Protocol, Point-to-Point Protocol (PPP)) 

 Each frame as a collection of bytes (characters) rather than a collection of bits.  

Sentinel-Based Approaches 

 Figure  illustrates the BISYNC protocol’s frame format. 

 
  BISYNC Frame Format 

 Frames transmitted beginning with leftmost field 

 Beginning of a frame is denoted by sending a special SYN (synchronize) character 

 Data portion of the frame is contained between special sentinel character STX (start of 

text) and ETX (end of text) 

 SOH : Start of Header 

 DLE : Data Link Escape 

 CRC: Cyclic Redundancy Check 

 The data portion of the frame is then contained between two more special characters: 

STX (start of text) and ETX (end of text).  

 The SOH (start of header) field serves much the same purpose as the STX field.  

 The problem with the sentinel approach, is that the ETX character might appear in the 

data portion of the frame. 

  BISYNC overcomes this problem by ―escaping‖ the ETX character by preceding it 

with a DLE (data-link-escape) character whenever it appears in the body of a frame 

node A    node B 
1 1 



 

 

 The DLE character is also escaped (by preceding it with an extra DLE) in the frame 

body. 

  This approach is often called character stuffing because extra characters are inserted 

in the data portion of the frame. 

 The frame format also includes a field labeled CRC (cyclic redundancy check), which 

is used to detect transmission errors 

 

Point to point protocols(PPP) which is commonly run over Internet links uses sentinel 

approach 

 
 

              Fig PPP Frame Format  

 The special start-of-text character, denoted as the Flag field is 01111110. 

 The Address and Control fields usually contain default values 

 The Protocol field is used for demultiplexing; it identifies the high-level protocol such as 

IP or IPX 

 payload size can be negotiated, but it is 1500 bytes by default. The Checksum field is 

either 2 (by default) or 4 bytes long. 

 The PPP frame format is unusual in that several of the field sizes are negotiated rather 

than fixed. This negotiation is conducted by a protocol called the Link Control Protocol 

(LCP) 

 

BIT-ORIENTED PROTOCOLS (HDLC) 

 HDLC denotes both the beginning and the end of a frame with the distinguished 

bit sequence 01111110. 

  This sequence is also transmitted during any times that the link is idle so that the 

sender and receiver can keep their clocks synchronized. 

 This sequence might appear anywhere in the body of the frame. 

bit stuffing 

 On the sending side, any time five consecutive 1s have been transmitted from the body of 

the message 

 the sender inserts a 0 before transmitting the next bit. On the receiving side, should five 

consecutive 1s arrive, the receiver makes its decision based on the next bit it sees 

 If the next bit is a 0, it must have been stuffed, and so the receiver removes it 

 If the next bit is a 1, then one of two things is true: Either this is the end-of-frame marker 

or an error has been introduced into the bit stream. 

 If it sees a 0 (i.e., the last 8 bits it has looked at are 01111110), then it is the end-of-frame 

marker;  

 if it sees a 1 (i.e., the last 8 bits it has looked at are 01111111), then there must have been 

an error and the whole frame is discarded.  

 In the latter case, the receiver has to wait for the next 01111110 before it can start 

receiving again, 



 

 

 
   HDLC Frame Format 

 important characteristic of bit stuffing, as well as character stuffing, is that the size of a 

frame is dependent on the data that is being sent in the payload of the frame. 

 

CLOCK-BASED FRAMING (SONET)  

  Synchronous Optical Network (SONET) 

 

 Synchronous Optical Network Standard is used for long distance transmission of data 

over optical network. 

 It supports multiplexing of several low speed links into one high speed links. 

 An STS-1 frame is used in this method. 

 
 It is arranged as nine rows of 90 bytes each, and the first 3 bytes of each row are 

overhead, with the rest being available for data. 

 The first 2 bytes of the frame contain a special bit pattern, and it is these bytes that enable 

the receiver to determine where the frame starts. 

 The receiver looks for the special bit pattern consistently, once in every 810 bytes, since 

each frame is 9 x 90 = 810 bytes long. 



 

 

 
 The STS-N frame can he thought of as consisting of N STS-1 frames, where the bytes 

from these frames are interleaved; that is, a byte from the first frame is transmitted, then a 

byte from the second frame is transmitted, and so on. 

 Payload from these STS-1 frames can he linked together to form a larger STS-N payload, 

such a link is denoted STS-Nc. One of the bit in overhead is used for this purpose. 

 One of the things we are not describing due to the complexity of SONET is the detailed 

use of all the other overhead bytes. 

 The overhead bytes of a SONET frame are encoded using NRZ,this is the simple 

encoding where 1s are high and 0s are low.  

   SONET frames out of phase. 

 
ERROR DETECTION 

Error Detection and Correction 

Data can be corrupted during transmission. For reliable communication, errors must be detected 

and corrected. 

Types of Errors 

Single-bit error 



 

 

The term Single-bit error means that only one bit of a given data unit (such as byte, character, 

data unit or packet) is changed from 1 to 0 or from 0 to 1. 

Burst Error 

The term Burst Error means that two or more bits in the data unit have changed from 1 to 0 or 

from 0 to 1. 

Redundancy 

One method is to send every data twice, so that receiver checks every bit of two copies and 

detect error. 

Drawbacks 

 Sends n-redundant bits for n-bit message.  

 Many errors are undetected if both the copies are corrupted. 

 Instead of adding entire data, some bits are appended to each unit. 

 This is called redundant bit because the bits added will not give any new information. 

These bits are called error detecting code 

ERROR DETECTION 

  Bit errors are sometimes introduced into frames. This happens, for example, because of 

electrical interference or thermal noise. 

  Although errors are rare, especially on optical links, some mechanism is needed to detect 

these errors so that corrective action can be taken. 

 Detecting errors is only one part of the problem. The other part is correcting errors once 

detected. 

 There are two basic approaches that can be taken when the recipient of a message detects 

an error. 

  One is to notify the sender that the message was corrupted so that the sender can 

retransmit a copy of the message. If bit errors are rare, then in all probability the 

retransmitted copy will be error-free. 

  Alternatively, there are some types of error detection algorithms that allow the recipient 

to reconstruct the correct message even after it has been corrupted; such algorithms rely 

on error-correcting codes. 

Error Detection Techniques 

Two-Dimensional Parity 

 It is based on ―simple‖(one-dimensional) parity. 

One dimensional parity 

 Which usually involves adding one extra bit to a 7-bit code to balance the 

number of 1s in the byte. 

 For example, odd parity sets the eighth bit to1 if needed to give an odd 

number of 1s in the byte, and even parity sets the eighth bit to 1 if needed to give an even 

number of 1s in the byte. 

Two-dimensional parity 

 It does a similar calculation for each bit position across each of the bytes 

contained in the frame. This results in an extra parity byte for the entire frame, in 

addition to a parity bit for each byte. 

 



 

 

 
 

 Notice that the third bit of the parity byte is 1 since there are an odd number of 1s 

in the third bit across the 6 bytes in the frame. 

 Two-dimensional parity catches all 1-, 2-, and 3-bit errors, and most 4-bit errors. 

  In this case, we have added 14 bits of redundant information to a 42-bit message, 

and yet we have stronger protection against common errors than the ―repetition 

code‖ described above. 

Internet Checksum Algorithm 

 Add up all the words that are transmitted and then transmit the result of that sum  

 The result is called the checksum  

 The receiver performs the same calculation on the received data and compares the 

result with the received checksum  

 If any transmitted data, including the checksum itself, is corrupted, then the results 

will not match, so the receiver knows that an error occurred 

 Consider the data being checksummed as a sequence of 16-bit integers.  

 Add them together using 16-bit ones complement arithmetic (explained next slide) 

and then take the ones complement of the result. 

 That 16-bit number is the checksum 

 In ones complement arithmetic, a negative integer −x is represented as the 

complement of x;  

 Each bit of x is inverted. 



 

 

 When adding numbers in ones complement arithmetic, a carryout from the most 

significant bit needs to be added to the result. 

 Consider, for example, the addition of −5 and −3 in ones complement arithmetic on 

4-bit integers 

 +5 is 0101, so −5 is 1010; +3 is 0011, so −3 is 1100  

 If we add 1010 and 1100 ignoring the carry, we get 0110  

 In ones complement arithmetic, the fact that this operation caused a carry from the 

most significant bit causes us to increment the result, giving 0111, which is the ones 

complement representation of −8 (obtained by inverting the bits in 1000) 

 

Cyclic Redundancy Check 

 Major goal in designing error detection algorithms is to maximize the probability of 

detecting errors using only a small number of redundant bits 

 An (n+1)-bit message as being represented by an n degree polynomial, that is, a 

polynomial whose highest-order term is xn. 

 The message is represented by a polynomial by using the value of each bit in the message 

as the coefficient for each term in the polynomial, starting with the most significant bit to 

represent the highest-order term. 

 For example, an 8-bit message consisting of the bits 10011010 corresponds to the 

polynomial 

  M(x) =1×x
7
 +0×x
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5
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4
 +1×x
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 +0×x

2
 +1×x

1
+0×x

0
 

  =x
7
 +x

4
 +x

3
 +x

1
 

 Let M(x) be a message polynomial and C(x) be a generator polynomial. 

 For the purposes of calculating a CRC, a sender and receiver have to agree on a 

divisor polynomial, C(x). C(x) is a polynomial of degree k. 

 For example, suppose C(x) = x
3
 +x

2
 +1. In this case, k = 3 

 Let M(x)/C(x) leave a remainder of 0. 

 When M(x) is sent and M’(x) is received we have M’(x) = M(x)+E(x) 

 The receiver computes M’(x)/C(x) and if the remainder is nonzero, then an error has 

occurred. 

 The only thing the sender and the receiver should know is C(x). 

Polynomial Arithmetic Modulo 2 

 Any polynomial B(x) can be divided by a divisor polynomial C(x) if B(x) is of 

higher degree than C(x). 

 Any polynomial B(x) can be divided once by a divisor polynomial C(x) if B(x) 

is of the same degree as C(x). 

 The remainder obtained when B(x) is divided by C(x) is obtained by subtracting 

C(x) from B(x). 

 To subtract C(x) from B(x), we simply perform the exclusive-OR (XOR) 

operation on each pair of matching coefficients. 



 

 

 Let M(x) be a frame with m bits and let the generator polynomial have less than m 

bits say equal to r. 

 Let r be the degree of C(x).  Append r zero bits to the low-order end of the frame, so 

it now contains m+r bits and corresponds to the polynomial x
r
M(x). 

 Divide the bit string corresponding to x
r
M(x) by the bit string corresponding to C(x) 

using modulo 2 division. 

 Subtract the remainder (which is always r or fewer bits) from the string 

corresponding to x
r
M(x) using modulo 2 subtraction (addition and subtraction are the 

same in modulo 2).   

 The result is the checksummed frame to be transmitted.  Call it polynomial M’(x). 

 Consider the message x
7
 +x

4
 +x

3
 +x

1
, or 10011010. We begin by multiplying by x

3
, 

since our divisor polynomial is of degree 3. This gives 10011010000. We divide this 

by C(x), which corresponds to 1101 in this case. 

 
 

 The divisor 1101 divides once into the first four bits of the message (1001), since they are 

of the same degree, and leaves a remainder of 100 (1101 XOR 1001).  

 The next step is to bring down a digit fromthe message polynomial untilwe get another 

polynomial with the same degree as C(x), in this case 1001. 

 Calculate the remainder again (100) and continue until the calculation is complete. 

 The remainder of the example calculation is 101. So we know that 10011010000 minus 

101 would be exactly divisible by C(x), 

  The minus operation in polynomial arithmetic is the logical XOR operation, so we 

actually send 10011010101. 

Properties of Generator Polynomial 



 

 

 In general, it is possible to prove that the following types of errors can be detected by a 

C(x) with the stated properties 

 All single-bit errors, as long as the x
k
 and x

0
 terms have nonzero coefficients. 

 All double-bit errors, as long as C(x) has a factor with at least three terms. 

 Any odd number of errors, as long as C(x) contains the factor (x+1). 

 Any ―burst‖ error (i.e., sequence of consecutive error bits) for which the length of the 

burst is less than k bits. (Most burst errors of larger than k bits can also be detected.) 

 Six generator polynomials that have become international standards are: 

o CRC-8 = x
8
+x

2
+x+1 

o CRC-10 = x
10

+x
9
+x

5
+x

4
+x+1 

o CRC-12 = x
12

+x
11

+x
3
+x

2
+x+1 

o CRC-16 = x
16

+x
15

+x
2
+1 

o CRC-CCITT = x
16

+x
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+x
5
+1 

o CRC-32 = x
32

+x
26

+x
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+x
22

+x
16

+x
12

+x
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+x
10

+x
8
+x

7
+x

5
+x

4
+x
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+x+1 

 

FLOW CONTROL 

 CRC is used to detect errors. 

 Some error codes are strong enough to correct errors. 

 The overhead is typically too high. 

 Corrupt frames must be discarded. 

 A link-level protocol that wants to deliver frames reliably must recover from these 

discarded frames. 

 This is accomplished using a combination of two fundamental mechanisms 

 Acknowledgements and Timeouts 

 An acknowledgement (ACK for short) is a small control frame that a protocol sends 

back to its peer saying that it has received the earlier frame. 

 A control frame is a frame with header only (no data). 

 The receipt of an acknowledgement indicates to the sender of the original 

frame that its frame was successfully delivered. 

 If the sender does not receive an acknowledgment after a reasonable amount of time, 

then it retransmits the original frame. 

 The action of waiting a reasonable amount of time is called a timeout. 

 The general strategy of using acknowledgements and timeouts to implement reliable 

delivery is sometimes called Automatic Repeat reQuest (ARQ).  

Stop-and-Wait 

 

 After transmitting one frame, the sender waits for an acknowledgment before transmitting 

the next frame. 

  If the acknowledgment does not arrive after a certain period of time, the sender times out 

and retransmits the original frame. 



 

 

 
Timeline showing four different scenarios for the stop-and-wait algorithm. 

(a) The ACK is received before the timer expires; (b) the original frame is lost; (c) the 

ACK is lost; (d) the timeout fires too soon  

 

 The sending side is represented on the left, the receiving side is depicted on the right, and 

time flows fromtop to bottom. Figure (a) shows the situation in which the ACK is 

received before the timer expires; (b) and (c) show the situation in which the original 

frame and the ACK, respectively, are lost; and (d) shows the situation in which the 

timeout fires too soon.  

 By ―lost‖ we mean that the frame was corrupted while in transit, that this corruption was 

detected by an error code on the receiver, and that the frame was subsequently discarded. 

If the acknowledgment is lost or delayed in arriving 

 The sender times out and retransmits the original frame, but the receiver will think that it 

is the next frame since it has correctly received and acknowledged the first frame 

 As a result, duplicate copies of frames will be delivered 

 To solve this , the header for a stop-and-wait protocol usually includes a 1-bit sequence 

number—that is, the sequence number can take on the values 0 and 1 

 The sequence numbers used for each frame alternate, as illustrated in Figure . 

  Thus, when the sender retransmits frame 0, the receiver can determine that it is seeing a 

second copy of frame 0 rather than the first copy of frame 1 and therefore can ignore it 



 

 

 
Timeline for stop-and-wait with 1-bit sequence number  

 

 The main shortcoming of the stop-and-wait algorithm is that it allows the sender to have 

only one outstanding frame on the link at a time, and this may be far below the link’s 

capacity 

 Consider a 1.5 Mbps link with a 45 ms RTT 

 The link has a delay  bandwidth product of 67.5 Kb or approximately 8 KB 

 Since the sender can send only one frame per RTT and assuming a frame size of 1 KB 

 Maximum Sending rate 

 Bits per frame  Time per frame = 1024  8  0.045 = 182 Kbps 

  Or about one-eighth of the link’s capacity 

 To use the link fully, then sender should transmit up to eight frames before having to wait 

for an acknowledgement  

 

SLIDING WINDOW PROTOCOL 

 Sender assigns a sequence number denoted as SeqNum to each frame. 

 It can grow infinitely large 

  Sender maintains three variables 

 Sending Window Size (SWS) Upper bound on the number of outstanding 

(unacknowledged) frames that the sender can transmit 

 Last Acknowledgement Received (LAR) Sequence number of the last 

acknowledgement received 

 Last Frame Sent (LFS) Sequence number of the last frame sent 

 Sender also maintains the following invariant 



 

 

   LFS – LAR ≤ SWS 

Sliding Window on Sender 

 When an acknowledgment arrives, the sender moves LAR to the right, thereby allowing 

the sender to transmit another frame. 

 The sender associates a timer with each frame it transmits, and it retransmits the frame 

should the timer expire before an ACK is received.  

 The sender has to be willing to buffer up to SWS frames since it must be prepared to 

retransmit them until they are acknowledged. 

Receiver maintains three variables 

 Receiving Window Size (RWS) 

 Upper bound on the number of out-of-order frames that the receiver is willing to 

accept 

 Largest Acceptable Frame (LAF) 

 Sequence number of the largest acceptable frame 

 Last Frame Received (LFR) 

 Sequence number of the last frame received 

 Receiver also maintains the following invariant 

 LAF – LFR ≤ RWS 

 
   Sliding Window on Receiver  

 

 

 When a frame with sequence number SeqNum arrives, the receiver takes the following 

action. 

  If SeqNum ≤ LFR or SeqNum > LAF, then the frame is outside the receiver’s window 

and it is discarded. 

  If LFR < SeqNum ≤ LAF, then the frame is within the receiver’s window and it is 

accepted. 

  Now the receiver needs to decide whether or not to send an ACK. 



 

 

  Let SeqNumToAck denote the largest sequence number not yet acknowledged, such that 

all frames with sequence numbers less than or equal to SeqNumToAck have been 

received. 

  The receiver acknowledges the receipt of SeqNumToAck, even if higher numbered 

packets have been received. 

 This acknowledgment is said to be cumulative. It then sets 

            LFR = SeqNumToAck and adjusts LAF = LFR+RWS. 

{ 

For example, suppose LFR = 5 and RWS = 4  

 (i.e. the last ACK that the receiver sent was for seq. no. 5)  

 LAF = 9 

If frames 7 and 8 arrive, they will be buffered because they are within the receiver 

window 

But no ACK will be sent since frame 6 is yet to arrive 

Frames 7 and 8 are out of order 

Frame 6 arrives (it is late because it was lost first time and had to be retransmitted) 

Now Receiver Acknowledges Frame 8 

 and bumps LFR to 8 

  and LAF to 12  } 

Issues with Sliding Window Protocol 

 When timeout occurs, the amount of data in transit decreases 

 Since the sender is unable to advance its window 

 When the packet loss occurs, this scheme is no longer keeping the pipe full 

 The longer it takes to notice that a packet loss has occurred, the more severe the 

problem becomes 

 To improve this 

 Negative Acknowledgement (NAK) 

 Additional Acknowledgement 

 Selective Acknowledgement 

 Negative Acknowledgement (NAK) 

o Receiver sends NAK for frame 6 when frame 7 arrive (in the previous 

example) 

 However this is unnecessary since sender’s timeout mechanism will be 

sufficient to catch the situation 

 Additional Acknowledgement 

 Receiver sends additional ACK for frame 5 when frame 7 arrives 

 Sender uses duplicate ACK as a clue for frame loss 

 Selective Acknowledgement 

o Receiver will acknowledge exactly those frames it has received, rather than 

the highest number frames 

 Receiver will acknowledge frames 7 and 8 



 

 

 Sender knows frame 6 is lost 

 Sender can keep the pipe full (additional complexity) 

 To select the window size 

 SWS is easy to compute 

  Delay  Bandwidth 

 RWS can be anything 

 Two common setting 

 RWS = 1 

 No buffer at the receiver for frames that arrive out of  order 

 RWS = SWS 

 The receiver can buffer frames that the sender  transmits 

 It does not make any sense to keep RWS > SWS 

Finite Sequence Numbers and Sliding Window 

 Sequence numbers can grow infinitely large.  

 A frame’s sequence number is specified in a header field of some finite size. 

 For example,a 3-bit field means that there are eight possible sequence                        

numbers, 0 . . . 7. 

 This makes it necessary to reuse sequence numbers or, stated another way, sequence 

numbers wraparound. 

 Suppose we have one more number in our space of sequence numbers than we have 

potentially outstanding frames; that is, 

 SWS ≤ MaxSeqNum − 1, where MaxSeqNum is the number of available sequence numbers. 

(for example sws <=7-1,where 7 is a maximum sequence number) 

  If RWS = 1, then MaxSeqNum ≥ SWS + 1 is sufficient. 

 If RWS is equal to SWS, then having a MaxSeqNum just one greater than the sending 

window size is not good enough. 

 consider the situation in which we have the eight sequence numbers 0 through 7, and SWS = 

RWS = 7. 

To avoid this,  

 If RWS = SWS 

 SWS < (MaxSeqNum + 1)/2 

SWP Serves three different roles 

 Reliable 

 Preserve the order 

 Each frame has a sequence number 

 The receiver makes sure that it does not pass a frame up to the next higher-level 

protocol until it has already passed up all frames with a smaller sequence number 

 Frame control 

 Receiver is able to throttle the sender 

 Keeps the sender from overrunning the receiver 

 From transmitting more data than the receiver is able to process 
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